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Abstract

This paper studies the adoption of AI investment tools in a noisy rational-expectations

market. Retail investors can adopt an AI technology that pools the positions disclosed

by its users and thereby provides information about aggregate liquidity conditions,

which helps them interpret market prices. The technology contains no information

about fundamentals. Adoption a�ects equilibrium trading and price informativeness, so

the private value of the technology depends on its market-wide use. I characterize the

competitive linear rational-expectations equilibrium and the associated adoption incen-

tives. Because the AI signal multiplies the precision of the information that the price

contains, rather than adding to it as a signal about fundamentals would, its value can

rise with price informativeness. Greater adoption makes prices more informative, so AI

adoption can be a strategic complement at stable trading equilibria, including unique

ones. Adoption can then have multiple equilibria, and small changes in the cost of the

technology or in expectations about its use can produce discrete changes in adoption

and price informativeness.
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1 Introduction

Retail investors increasingly consult AI assistants before they trade. In 2026, several of the

largest retail brokers in the United States and Europe opened their platforms to general-

purpose assistants such as ChatGPT and Claude, so that an assistant observes a client's

positions, open orders, and trade history and, on some platforms, proposes trades for her

approval.1 One survey puts the share of retail investors who use AI tools to select or adjust

their investments at roughly one in �ve, up from about one in eight a year earlier,2 and

�nancial-stability authorities have identi�ed correlated behavior among investors who rely

on the same tools as a risk (Financial Stability Board, 2024; Leitner, Singh, van der Kraaij,

and Zsámboki, 2024). What can such an assistant tell an investor? The models behind

these assistants are trained on past, public data: historical prices, company �lings, news,

and research reports. In an e�cient market, this information is already re�ected in prices

(Fama, 1970). In a rational expectations equilibrium, investors moreover understand how

prices relate to fundamentals and condition on the price when they trade (Grossman, 1976;

Grossman and Stiglitz, 1980). An AI that only learns from past, public data may help an

investor to process public information, but it cannot give her a signal about the asset's payo�

that is not already re�ected in the price.

There is, however, one kind of information that an AI assistant obtains through its use and

that the price does not contain: what its users disclose about themselves. In conversations

with an assistant, investors describe their portfolios, their cash needs, and the trades they are

considering, and increasingly the assistant observes their positions directly. A service with

many users can pool these disclosures. Idiosyncratic components average out, and the service

learns how much its users, as a group, need to buy or sell for reasons that are unrelated to the

asset's payo�. In the language of the noisy rational expectations literature, the service learns

about the aggregate endowment shock, which is part of the random supply of the asset. The

1Interactive Brokers, press release, June 1, 2026,
https://www.interactivebrokers.com/en/general/about/mediaRelations/6-1-26.php; Scalable
Capital, press release, August 25, 2026, https://nl.scalable.capital/newsroom/agentic-investing;
eToro, press release, October 8, 2026, https://www.etoro.com/news-and-analysis/press-releases/yo
ur-ai-already-runs-your-day-now-it-knows-your-portfolio/. Section 2 gives details.

2eToro, �Retail Investors Flock to AI Tools, with Usage Up 46% in One Year,� October 1, 2025,
https://www.etoro.com/news-and-analysis/etoro-updates/retail-investors-flock-to-ai-tools

-with-usage-up-46-in-one-year/.
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price is a noisy signal of the payo� because it also moves with supply. Information about the

endowment shock does not forecast the payo�, but it allows an investor to remove part of

the noise from the price.

This observation does not contradict the logic of Grossman and Stiglitz (1980); it applies

that logic to a di�erent object. In their model, noise in supply is what prevents the price

from revealing all information and what therefore makes private information about the payo�

worth acquiring. Here the acquirable information is information about the noise itself. Such

information is useful only in combination with the price. This changes how its value responds

to the information in the price, and it is what makes the economics of AI signals di�erent

from the economics of payo� signals. This paper studies the value of such AI signals, the

incentives to acquire them, and their e�ects on prices. The main result is that the acquisition

of AI signals can be a strategic complement at stable trading equilibria: the more investors

use AI, the more valuable AI becomes for each of them. It can produce multiple stable

equilibria in the market for AI.

I study a competitive noisy rational expectations market in the tradition of Grossman and

Stiglitz (1980), Hellwig (1980), and Diamond and Verrecchia (1981). Investors have CARA

preferences and receive endowments of the risky asset with an aggregate and an idiosyncratic

component. The aggregate endowment shock is part of the supply of the asset, and each

investor's own endowment is a private signal of it. Investors therefore learn privately from

the price: each one uses her endowment to correct the price for the endowment shock, so that

investors with di�erent endowments draw di�erent inferences from the same price. Before

trading, retail investors decide whether to use an AI service, which returns to each user a

second noisy signal of the aggregate endowment shock. The precision of this signal does not

depend on how many investors use the service, ruling out an exogenously imposed network

e�ect. Moreover, the signal contains no information about the payo�.

The mechanism has three parts. The �rst is what the AI signal does for an individual

investor. A low price can re�ect bad news about the payo� or a large supply of the asset, and

the price alone does not reveal which. The AI signal tells an investor about one part of this

supply, the aggregate endowment shock. If she learns that the shock is large, she attributes

less of a low price to bad news. The signal thus lets her remove part of the noise from the
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price, and this is the only way in which it is useful: on its own, it says nothing about the

payo�.

The second part is how the value of such a signal depends on the price. A signal about

the payo� adds a �xed amount of information, whatever the price reveals, so it is worth less

the more the price already reveals. The AI signal instead removes a share of the noise in the

price, so the precision it adds is proportional to the precision of the price itself: it is worth

more when the price is more informative.

The third part is the feedback through the market. In the standard model, others'

acquisition of information makes the price more informative, and a more informative price

lowers the value of a signal about the payo�; this is why information acquisition is a strategic

substitute (Grossman and Stiglitz, 1980; Verrecchia, 1982). Here, others' adoption also makes

the price more informative: AI users buy more when a low price re�ects the endowment shock

rather than bad news, so the shock moves the price less relative to fundamentals, and, at a

stable trading equilibrium, the price becomes more informative for every investor. By the

second part, this raises the value of the AI signal. Adoption can therefore be a strategic

complement: the more investors use AI, the more each of them values it.

The complementarity has a limit, and it comes from noise trading. The AI removes the

endowment shock from the price but not noise trading, and the more informative the price,

the larger the share of noise trading in the noise that remains. Close to the maximal in-

formativeness that noise trading permits, further adoption improves the price information

of non-users more than that of AI users, and the value of AI falls. I give the exact condi-

tion under which adoption is a complement at a stable trading equilibrium, and a su�cient

condition on primitives alone, which does not require the trading equilibrium to be unique.

The condition is harder to satisfy the more precise the AI: a user of a perfectly precise AI

already interprets the price as well as noise trading allows, so others' adoption cannot help

her. Since a very imprecise AI is worth little, the complementarity matters most for an AI

of intermediate precision. It also requires that informed trading does not fully adjust to

adoption.

The complementarity in adoption is noteworthy because complementarity in information

acquisition is di�cult to obtain in �nancial markets. For a payo� signal, it would require that
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others' acquisition make the price less informative, which in the standard models happens

only at unstable trading equilibria. Manzano and Vives (2011) establish this in a model in

which investors learn privately from the price through their endowments, as they do here:

acquisition is a complement only at equilibria at which the aggregate best response is steeper

than one, which are unstable. Ganguli and Yang (2009) �nd that acquisition can be a com-

plement when traders can buy a signal about supply together with a signal about the payo�.

Their setting di�ers from the one here, in which retail investors have no information about

the payo� to acquire and the information about supply available to them is what an AI

service pools from the disclosures of investors like themselves. Otherwise, the literature has

obtained complementarities only by adding further ingredients, such as short horizons, non-

normal payo�s, increasing returns in the production of information, coordination motives,

relative wealth concerns, ambiguity aversion, multiple fundamentals, or feedback from prices

to real decisions (Froot, Scharfstein, and Stein, 1992; Barlevy and Veronesi, 2000; Veldkamp,

2006; Hellwig and Veldkamp, 2009; García and Strobl, 2011; Mele and Sangiorgi, 2015; Gold-

stein and Yang, 2015; Dow, Goldstein, and Guembel, 2017). None of these is needed here:

the complementarity arises in the plain CARA-normal model, at stable trading equilibria,

whether or not the trading equilibrium is unique, from the kind of information that the AI

provides, information about supply alone.

With complementarity, adoption becomes a coordination problem. If investors expect few

others to use AI, they expect a less informative price; interpreting it better is then worth

less than the cost of AI, and few adopt. If they expect many others to use AI, the price is

more informative, interpreting it better is worth the cost, and many adopt. For a range of

costs, both expectations are self-ful�lling. This multiplicity is in the market for AI and does

not rely on multiplicity in the asset market. A simple su�cient condition for the trading

equilibrium to be unique at every adoption rate is that the variance of noise trading be

large relative to the mass and signal precision of informed investors and to investors' risk

tolerance. Under this condition, if adoption is a complement when nobody uses AI, every

common cost of AI between its value when nobody uses it and its peak value supports two

stable equilibria, one without adoption and one with positive adoption. Under an analogous

condition, information about the payo� cannot generate such multiplicity.
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Under the same condition, adoption changes prices in three ways. First, the endowment

shock moves the price less relative to fundamentals, because AI users buy more when it

depresses the price; the price becomes more informative. Second, the price responds more

strongly to fundamentals: investors learn more from the price, so their expectations, and

with them the price, track the payo� more closely. Third, noise trading moves the price

more, in the same proportion as fundamentals. Nobody has information about noise trading,

and the more investors rely on the price as a signal of the payo�, the less they buy when it

falls, so the price must fall further to clear a given sale by noise traders. The market thus

becomes more informative but, in the sense that the �ows the AI does not observe move the

price more, also more fragile. This does not come from errors of the AI, because each user's

error is her own and averages out; it comes from the market's greater reliance on its price.

When the variance of noise trading is small, the trading stage itself can have several

equilibria, because private information about supply can make price informativeness self-

ful�lling, as in Ganguli and Yang (2009) and Manzano and Vives (2011). AI then works in

both directions. It can create multiple trading equilibria where there is only one without

AI: AI users trade more on their supply information than non-users, which can make an

informative price self-ful�lling. A su�ciently precise AI held by enough investors removes

the multiplicity: its users trade on their supply information almost regardless of what they

expect the price to reveal, which rules out a self-ful�lling uninformative price. A su�ciently

precise AI held by enough investors removes the multiplicity: its users trade on their supply

information almost regardless of what they expect the price to reveal, which rules out a self-

ful�lling uninformative price; in the limit in which the AI reveals the endowment shock, a

small minority of investors su�ces. Because the precision of the AI signal is what improves

when the service improves, as users link their brokerage accounts, disclose more of their

trading needs, and the models themselves improve, technological progress makes the asset

market less prone to multiplicity, whereas restrictions on the data that the service may use,

which lower the precision of its signal, work in the opposite direction.
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Related Literature

The paper builds on the noisy rational expectations literature on information aggregation

and learning from prices (Grossman, 1976; Hellwig, 1980; Diamond and Verrecchia, 1981;

Allen, Morris, and Shin, 2006; Ottaviani and Sørensen, 2015; Andrei, Cujean, and Wilson,

2023); Vives (2008) provides a synthesis. Closest are Ganguli and Yang (2009) and Manzano

and Vives (2011). In both, investors have private information about supply and therefore

learn privately from the price, which creates a strategic complementarity in the use of infor-

mation and can generate multiple trading equilibria. Manzano and Vives (2011) show that

in economies with private learning, complementarity in the acquisition of payo� information

arises only at unstable equilibria, and that such acquisition is a strategic substitute at stable

equilibria. In Ganguli and Yang (2009), traders can buy information about the payo� and

about supply together, and acquisition can be a complement. Their setting di�ers from the

one here, in which retail investors have no information about the payo� to acquire and the

information about supply available to them is what an AI service pools from the disclosures

of investors like themselves. The economic force is related to Farboodi and Veldkamp (2020),

in whose model data about other investors' demand help to extract the signal from prices,

so that their value rises as prices become more informative, and to Marmora and Rytchkov

(2018), who show that learning about noise raises price informativeness. Relative to these

papers, I give an exact condition for the complementarity in a model with private learning

from prices, separate it from the complementarity in the use of information that noise trad-

ing disciplines, and show that it can produce multiple stable equilibria in the market for

information even when the asset market has a unique and stable equilibrium.

The paper also contributes to the literature on complementarities in information acquisi-

tion cited above, and to the literature on �nancial market fragility, which Goldstein, Huang,

and Yang (2025) organize around ampli�cation and multiplicity. Allen and Gale (1994, 2004)

and Gennotte and Leland (1990) study fragility arising from limited participation and scarce

liquidity and from portfolio-insurance hedging; Gennaioli, Shleifer, and Vishny (2012) from

the widespread adoption of a �nancial innovation whose risks are neglected; Ahnert and

Kakhbod (2017) from endogenous information choice in a coordination setting; and Wagner

(2010, 2011), Ahnert and Georg (2018), and Cipriani and Guarino (2014) from institutions,
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information sources, and herding that make market participants act alike. Here the inno-

vation is adopted with full understanding of its risks and its errors diversify away; fragility

arises from the market's greater reliance on the price, which ampli�es the �ows that the

AI does not observe, and the coordination problem that the complementarity in adoption

creates makes these changes discrete. Relative to models of runs with dispersed information

(Goldstein and Pauzner, 2005; Rochet and Vives, 2004), the dispersion that could select a

unique equilibrium here is in adoption costs, and it must be comparable to the variation in

the value of AI across adoption rates to do so.

A growing literature studies arti�cial intelligence in �nancial markets. Cartea, Colliard,

Foucault, Ho�mann, Graumans, and Sigaux (2026) survey it and organize it around the idea

that AI raises the productivity of data in the production of information. They stress that the

e�ect of AI on price informativeness depends on the kind of information it produces. AI can

be used to discover information about fundamentals, or to infer other traders' fundamental

information from market data, which weakens the incentive to discover such information

(Farboodi and Veldkamp, 2020; Yang and Zhu, 2020; Weller, 2018). The AI in this paper is

closer to the second use, with a retail rather than a professional user: it discovers nothing

about fundamentals, but by telling its users about the endowment component of supply,

it helps them infer from the price what informed investors know, and at stable trading

equilibria it lowers the value of acquiring information about fundamentals (Proposition 4(iii)).

On �nancial stability, the survey weighs the concern that common models and data lead

investors to act alike against a counterargument based on Grossman and Stiglitz (1980): the

value of a signal that many investors share dissipates, which gives investors an incentive to

use di�erent models and data. The AI signal here is an exception to this counterargument,

because its value can rise with the number of investors who use it: what it is used for,

interpreting the price, can become more valuable as the price becomes more informative. In

most of the literature, AI is used by professional traders or is the prediction technology. Dou,

Goldstein, and Ji (2025, 2026) study AI speculators that learn to collude and to coordinate

on bubbles; Colliard, Foucault, and Lovo (forthcoming) �nd that reinforcement-learning

market makers learn to compete only partially and do not reach competitive spreads, and

Cartea, Chang, and Penalva (2022) study algorithmic collusion in electronic markets; Kelly,
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Malamud, and Zhou (2024) and Leippold, Wang, and Zhou (2022) study machine learning in

return prediction; Daníelsson, Macrae, and Uthemann (2022), the Financial Stability Board

(2024), and Leitner et al. (2024) discuss systemic risk from the concentration of models.

Here AI is a retail-facing conversational tool, its information is about supply rather than

fundamentals, and the only strategic interaction is through the price. On the retail side,

the paper connects to the evidence on retail order �ow (Boehmer, Jones, Zhang, and Zhang,

2021; Barber, Huang, Odean, and Schwarz, 2022; Welch, 2022), to the economics of �nancial

advice and robo-advice (Bolton, Freixas, and Shapiro, 2007; Inderst and Ottaviani, 2009;

Bhattacharya, Hackethal, Kaesler, Loos, and Meyer, 2012; D'Acunto, Prabhala, and Rossi,

2019; Rossi and Utkus, 2024; Greig, Ramadorai, Rossi, Utkus, and Walther, 2025), and to

early evidence on retail investors' use of large language models (Bauer, Damm, Hett, and

Pelizzon, 2026; Blankespoor, Croom, and Grant, 2026; Fedyk, Kakhbod, Li, and Malmendier,

2026; He, 2026). Unlike the information vendor in Admati and P�eiderer (1986, 1990), the AI

service pools its users' own data and returns information about supply rather than about the

payo�. Finally, the paper relates to work on price informativeness and its measurement (Bai,

Philippon, and Savov, 2016; Dávila and Parlatore, 2023; Kacperczyk, Nosal, and Sundaresan,

2025) and on what prices reveal about informed trading and liquidity (Rindi, 2008; Foucault

and Gehrig, 2008; Collin-Dufresne and Fos, 2015).

The remainder of the paper proceeds as follows. Section 2 describes the institutional

background. Section 3 presents the model. Section 4 characterizes the trading equilibrium

for a given adoption rate, its uniqueness and multiplicity, and its stability. Section 5 studies

how adoption changes price informativeness and the price impact of shocks. Section 6 contains

the main results on strategic complementarity and multiple equilibria in the acquisition of

AI signals. Section 7 discusses empirical implications, Section 8 policy implications, and

Section 9 limitations. Section 10 concludes. Derivations and proofs are in the Appendix.

2 Institutional Background

This section describes the environment that the model is meant to capture: the AI assistants

available to retail investors, their usage, the information that users disclose to them, and the
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concerns of policymakers.

2.1 AI Assistants in Retail Brokerage

The �rst wave of AI in retail brokerage was closed and advisory. Public.com announced

a GPT-4-based research assistant for its app in May 2023;3 Robinhood announced Cortex,

an AI tool that summarizes the news a�ecting a stock, in March 2025;4 Interactive Brokers

launched Ask IBKR, which answers natural-language questions about the client's own hold-

ings, performance, and cash �ows, in October 2025;5 Charles Schwab's Charley, rolling out

from October 2026, answers questions about balances, positions, and statements and can act

on account settings.6 In China, Ant Group's assistant inside Alipay reported seventy million

monthly active users by August 2024.7

The second wave is open and agentic, and it is the relevant one for the model. Instead of

building a chatbot, brokers now let clients connect the general-purpose assistant they already

use. Robinhood opened an agentic-trading beta in May 2026 in which a user's own AI agent,

connected through a standard protocol, has read access to her portfolio and executes stock

trades from a dedicated agent account.8 Interactive Brokers followed in June 2026 with a

certi�ed connector to Claude, with the ChatGPT, Gemini, and Grok integrations �currently

undergoing the certi�cation process�: the assistant accesses positions, open orders, trade

3Public, �Introducing Alpha: Your Investing Co-Pilot,� Public Stories blog, May 17, 2023, https:
//medium.com/the-public-blog/introducing-alpha-your-investing-co-pilot-c536b740e907.

4Robinhood, �Introducing Robinhood Strategies, Robinhood Banking, and Robinhood Cortex,�
Robinhood Newsroom, March 27, 2025,
https://robinhood.com/us/en/newsroom/introducing-strategies-banking-and-cortex.

5Interactive Brokers, �Interactive Brokers Launches Ask IBKR: AI Tool Delivers Instant Portfolio
Answers,� press release, October 15, 2025, https://www.businesswire.com/news/home/20251015991473/
en/Interactive-Brokers-Launches-Ask-IBKR-AI-Tool-Delivers-Instant-Portfolio-Answers.

6Charles Schwab, �Meet Charley, Schwab's New AI-Powered Assistant Designed to Help Clients Get
Answers and Take Action,� press release, September 30, 2026, https:
//pressroom.aboutschwab.com/press-releases/press-release/2026/Meet-Charley-Schwabs-New-A

I-Powered-Assistant-Designed-to-Help-Clients-Get-Answers-and-Take-Action/default.aspx.
7Ant Group, �Ant Group Unveils AI Financial Manager at Shanghai's INCLUSION Conference,� press

release, September 6, 2024, https://www.businesswire.com/news/home/20240905719583/en/Ant-Group
-Unveils-AI-Financial-Manager-at-Shanghais-INCLUSION-Conference.

8Robinhood, �Robinhood Is Now Open to Agents,� Robinhood Newsroom, May 27, 2026,
https://robinhood.com/us/en/newsroom/robinhood-is-now-open-to-agents/; Robinhood,
�Onboarding an External Agent,� Robinhood Support, accessed October 30, 2026,
https://robinhood.com/us/en/support/articles/agentic-trading-overview/; Ivan Mehta,
�Robinhood Now Lets Your AI Agents Trade Stocks,� TechCrunch, May 27, 2026,
https://techcrunch.com/2026/05/27/robinhood-now-lets-your-ai-agents-trade-stocks/.
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history, and margin information, and generates trade instructions that the client approves

one by one.9 In August 2026, Scalable Capital, based in Munich, with more than a million

clients and over 60 billion euros in assets, became, by its own account, the �rst bank in

Europe to open its platform to �all major AI assistants,� which can access the portfolio, run

diversi�cation and scenario analyses, and place orders and savings plans subject to the user's

con�rmation.10 eToro, with forty million registered users,11 launched connectors for Claude,

ChatGPT, and Grok in October 2026, through which users can ask about �their actual hold-

ings, positions, balances and performance.�12 Perplexity and Plaid let users link brokerage

accounts so that the assistant receives holdings, transactions, and balances directly;13 Google

Finance lets users build a tracked portfolio by describing their holdings in plain language.14

Two features of this second wave map directly into the model. First, the assistant is a

shared service: the same handful of models serve millions of retail investors across brokers,

so that what these users disclose is held by a few providers. The announcements above docu-

ment access to individual accounts, and the consumer terms discussed below document that

conversations can be used to improve models; whether providers aggregate positions across

users is not public, and the model assumes that they can. Second, what the assistant learns

about each user is her position: holdings, cash, open orders, the trade she is contemplating.

It is not a signal about the �rm. Fintech has mostly meant new information technology in

9Interactive Brokers, �Interactive Brokers Integrates AI into Client Portfolios�Informed by Agentic
Technology, Controlled by the Client,� press release, June 1, 2026,
https://www.interactivebrokers.com/en/general/about/mediaRelations/6-1-26.php. ChatGPT
and Grok were added three weeks later: Interactive Brokers, �Interactive Brokers Expands AI Integration
Capabilities�Adding ChatGPT and Grok to Its Growing Suite of Agentic Trading Tools,� press release,
June 22, 2026,
https://www.interactivebrokers.com/en/general/about/mediaRelations/6-22-26.php.

10Scalable Capital, �Scalable Capital Becomes First Bank in Europe to Open Platform to AI Assistants
via Agentic Investing,� press release, August 25, 2026,
https://nl.scalable.capital/newsroom/agentic-investing.

11eToro, �eToro Group Reports Selected May Business Metrics,� press release, June 8, 2026,
https://www.etoro.com/news-and-analysis/press-releases/etoro-group-reports-selected-may-b

usiness-metrics/.
12eToro, �Your AI Already Runs Your Day. Now It Knows Your Portfolio,� press release, October 8,

2026, https://www.etoro.com/news-and-analysis/press-releases/your-ai-already-runs-your-day
-now-it-knows-your-portfolio/.

13Kathleen McGuirk, �How Plaid Powers Intelligent Finance with Perplexity,� Plaid blog, March 11,
2026, https://plaid.com/blog/powering-intellligent-finance-with-perplexity/.

14Barine Tee, �Our Latest Google Finance Upgrades, Including a New App,� The Keyword (Google
blog), June 25, 2026, https:
//blog.google/products-and-platforms/products/search/google-finance-updates-june-2026/.
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the hands of intermediaries (Boot, Ho�mann, Laeven, and Ratnovski, 2021), and technology

adoption by one group of traders changing price formation for everyone has precedents, most

recently in high-frequency liquidity provision (Menkveld, 2013; Menkveld and Zoican, 2017);

the di�erence here is that the technology is on the retail side and its information concerns

the users themselves.

2.2 Usage and Disclosure

Usage has grown from a low base. The FINRA Investor Education Foundation (2024) found

that only �ve percent of U.S. adults reported using AI for information when making �nancial

decisions; eToro's survey of eleven thousand retail investors in thirteen countries (�eldwork

August 2025) found that nineteen percent use AI tools to pick or alter investments in their

portfolios, up from thirteen percent a year earlier, and thirty-nine percent said they were open

to adopting them;15 and a survey of a representative sample of roughly one thousand U.S.

adults by Choukhmane, de Silva, Lin, and Akuzawa (2026) found that forty-eight percent

had used an AI tool for �nancial advice or information in the previous three months. Among

U.S. adults who have used generative AI, two thirds say they have used it to seek �nancial

advice, and among those, a third ask about investing in the stock market.16

Retail investors have always followed shared sources, from brokers' advice, whose take-up

is limited even when it is unbiased (Bhattacharya, Hackethal, Kaesler, Loos, and Meyer,

2012), to �n�uencers (Gerritsen and de Regt, 2025), and their processing of information

is subject to well-documented frictions (Laudenbach, Ungeheuer, and Weber, 2023). What

matters for the model is less how many ask than what they say when they ask. Choukhmane

et al. (2026) collected users' free-text prompts: when describing their �nancial situation,

sixty-�ve percent mention speci�c �gures and a third mention dollar amounts, and investment

prompts are dominated by the user's assets and risk preferences rather than by tickers.

This is the information structure of Section 3: retail users have nothing to disclose about

15eToro, �Retail Investors Flock to AI Tools, with Usage Up 46% in One Year,� Retail Investor Beat,
October 1, 2025, https://www.etoro.com/news-and-analysis/etoro-updates/retail-investors-flo
ck-to-ai-tools-with-usage-up-46-in-one-year/.

16Intuit Credit Karma, �The Rise of Fin-AI: Why Americans Are Trusting Generative AI with Their
Wallets,� September 2, 2025, https://www.creditkarma.com/about/commentary/the-rise-of-fin-a
i-why-americans-are-trusting-generative-ai-with-their-wallets.
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fundamentals, but they know, and state, their own positions and needs. Three features

of the services make this disclosure persistent and potentially poolable. Assistants now

remember across sessions: since April 2025 ChatGPT can reference all of a paying user's past

conversations.17 Consumer ChatGPT conversations are used to improve OpenAI's models

unless users switch the corresponding setting o�,18 and Anthropic's consumer terms of August

2025 ask Free, Pro, and Max users to choose whether their conversations are used for training,

with retention extended to �ve years for those who allow it.19 And with linked accounts the

disclosure is no longer a matter of what the user types. Users trade their data for a service, as

in the economics of platform data (Ahnert, Ho�mann, and Monnet, 2025), and the service's

informational advantage is the aggregate of what they hand over, much as �ntech lenders'

advantage is the pooled data of their users (Hau, Huang, Lin, Shan, Sheng, and Wei, 2024).

Even accidental disclosure of positions a�ects prices (Galema and Gerritsen, 2019); here

disclosure is systematic.

2.3 The Information Content of the AI Signal

The assumptions of the model follow from what the assistant can and cannot know.

About the payo�, the assistant knows the public record. Large language models process

�lings and news e�ectively (Eisfeldt and Schubert, 2025, survey the evidence), but the public

record is already re�ected in prices, and whatever predictability a model extracts from it

should decay as more investors use the same model; Lopez-Lira and Tang (2026) �nd that

the returns to trading on ChatGPT's forecasts decline as adoption of large language models

rises. I therefore give the AI no information about the payo�.

About supply, the assistant knows what its users tell it, and across many users this is

a measurement of the aggregate component of their trading needs. Pooling participants'

positions to learn an aggregate has a long institutional history (Börner and Hat�eld, 2017);

17OpenAI, �Memory and New Controls for ChatGPT,� update of April 10, 2025,
https://openai.com/index/memory-and-new-controls-for-chatgpt/.

18OpenAI Help Center, �What If I Want to Keep My History On but Disable Model Training?,� accessed
October 30, 2026, https://help.openai.com/en/articles/8983130-what-if-i-want-to-keep-my-his
tory-on-but-disable-model-training.

19Anthropic, �Updates to Consumer Terms and Privacy Policy,� August 28, 2025,
https://www.anthropic.com/news/updates-to-our-consumer-terms.
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here the pool is formed through conversations. I model the pooled signal as the aggregate

endowment shock plus a user-speci�c error, with no error common to all users. The latter is

a simpli�cation that isolates the mechanism; Section 9 discusses common errors.

About the �ows it does not see, the assistant knows nothing. Institutional rebalancing,

index reconstitution, retail �ow routed through brokers that are not connected, and the users

of other assistants all trade in the same market. This is the noise trading of the model, and

the asymmetry between the �ow that the assistant measures and the �ow that it does not is

the source of the fragility results.

2.4 Policy Concerns

Financial-stability authorities have focused less on the quality of the advice that individual

investors receive than on the possibility that many investors who rely on the same tool act

alike. The Financial Stability Board (2024) lists market correlations among its four AI vul-

nerabilities; the International Monetary Fund (2024) warns that AI may �increase turnover

and asset correlations� and that volatility under stress may rise �if trading strategies of AI

models all respond to a shock in a similar manner�; the European Central Bank's special fea-

ture on AI states that �extensive use of AI by retail investors may result in large and similar

shifts in retail trading patterns� (Leitner, Singh, van der Kraaij, and Zsámboki, 2024); and

the Bank of England (2025) notes that herding and market concentration was the top risk

cited in recent IMF outreach. Conduct regulators have so far relied on existing rules: ESMA

(2024) reminded �rms that the organisational and suitability requirements of MiFID II apply

when AI is used in retail investment services, and FINRA (2024) that its technology-neutral

rules, including those on supervision, apply to generative AI; the SEC's 2023 proposal on

predictive data analytics was withdrawn in June 2025;20 and the chief executive of the FCA

has told Parliament that a model that provides information but no individualised recommen-

dation leading to a transaction �does not fall fully within the regulated perimeter� (Rathi,

2026). Experimental and �eld evidence is beginning to accumulate. Bauer, Damm, Hett,

and Pelizzon (2026) �nd that LLM assistants expand stock market participation while re-

20Securities and Exchange Commission, �Withdrawal of Proposed Regulatory Actions,� Release No.
33-11377, Federal Register 90:25531�33, June 17, 2025, https://www.federalregister.gov/documents/
2025/06/17/2025-11110/withdrawal-of-proposed-regulatory-actions.
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inforcing con�rmation-seeking; He (2026) uses unexpected ChatGPT outages and �nds that

retail order �ow is more correlated within and across stocks when the assistant is available,

and that price impact is higher (He, 2026, Section 4.4).

The model addresses this concern from a di�erent angle. The correlated behavior that

AI induces in the model is not an error that users share; every AI user's error is her own. It

is the rational response of many investors to the same improvement in their interpretation of

the price, and it makes the market more informative and, at the same time, more sensitive

to the �ows that the tool does not observe.

3 Model

The model is a competitive noisy rational expectations market in the tradition of Gross-

man and Stiglitz (1980), Hellwig (1980), and Diamond and Verrecchia (1981), with the

endowment-shock structure of Manzano and Vives (2011) and one addition, an AI service

that retail investors can adopt. There are three dates. At date 0, retail investors decide

whether to use the AI service. At date 1, investors receive their private information and

trade a risky asset against a riskless asset in a competitive market. At date 2, the risky asset

pays o� and investors consume.

3.1 Assets and Investors

The riskless asset is the numeraire and has a zero net return. The risky asset pays

v ∼ N (0, τ−1
v ) (1)

at date 2. Throughout, τx denotes the precision of a random variable x. All shocks are

normally distributed and mutually independent, and idiosyncratic shocks are independent

and identically distributed across investors.

Investors. There is a continuum of investors i ∈ [0, 1] of two types. A set of investors

of mass α is informed: they observe a private signal about the payo� (Section 3.3). They
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stand for professional investors that research the asset, such as hedge funds and active asset

managers. The remaining investors, of mass 1 − α, are retail investors. They have no

information about the payo�, but they can use the AI service at date 0; informed investors

cannot. The mass α is �xed in the baseline; Section 6.5 lets it respond to the value of

information.

Endowments. Investor i is endowed with

ui = u+ νi, u ∼ N (0, τ−1
u ), νi ∼ N (0, τ−1

ν ), (2)

units of the risky asset. I adopt the convention that the law of large numbers holds for a con-

tinuum of independent and identically distributed variables (Vives, 2008), so that
∫ 1

0
νi di = 0

almost surely. The same holds for the average over any set of investors of positive mass and

for the idiosyncratic signal errors introduced below. Endowment shocks are the standard de-

vice for giving investors reasons to trade that are unrelated to information about the payo�

(Diamond and Verrecchia, 1981; Vives, 2008). They stand for liquidity needs, for positions

in other assets whose returns are correlated with the payo�, or for portfolio adjustments that

investors want to make for reasons of their own; The aggregate endowment shock u is part of

the supply of the asset that investors hold in equilibrium. Because each investor's endowment

is correlated with it, each investor has private information about supply, as in Ganguli and

Yang (2009) and Manzano and Vives (2011). I refer to an investor's information about u as

her supply information.

Noise traders. Noise traders supply ω ∼ N (0, τ−1
ω ) units of the risky asset. Nobody

observes ω or a signal of it. Noise trading stands for �ows that the AI service does not

observe, such as institutional rebalancing or retail �ows routed through other platforms. The

aggregate supply that investors hold in equilibrium is therefore u+ ω.

3.2 Preferences

Investors have CARA utility− exp(−γW ) over terminal wealthW , with a common coe�cient

of absolute risk aversion γ > 0. Let xi denote investor i's net purchase of the risky asset at
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price p, so that she holds ui + xi units after trading. With initial cash normalized to zero,

her terminal wealth before the cost of the AI service is

Wi = uiv + xi(v − p). (3)

3.3 Information Structure and the AI Service

Payo� information. Each informed investor i observes a private signal about the payo�,

si = v + ϵi, ϵi ∼ N (0, τ−1
ϵ ). (4)

Retail investors have no information about the payo�.

The AI service. At date 0, each retail investor decides whether to use the AI service. Re-

tail investor i pays a cost ci, which is deducted from her terminal wealth if she adopts. Costs

are drawn independently across retail investors from a distribution Fc and are independent

of all shocks. A common cost c is the special case in which Fc is degenerate. Let λ ∈ [0, 1]

denote the fraction of retail investors who adopt, and let A be the set of adopters, which has

mass (1− α)λ. A mass 1− (1− α)λ of investors, which includes all informed investors, does

not use AI.

At date 1, before trading, the users of the service disclose their endowments to it in the

course of their conversations. By the law of large numbers, the average endowment that users

disclose reveals the aggregate endowment shock:

1

(1− α)λ

∫
A
uj dj =

1

(1− α)λ

∫
A
(u+ νj) dj = u a.s., λ > 0. (5)

The idiosyncratic components average out, and the service learns u almost surely whenever

a positive mass of investors uses it, however small. It returns to each user i the signal

ri = u+ ξi, ξi ∼ N (0, τ−1
ξ ), (6)

where the error ξi is speci�c to user i. It captures the noise with which the service's assessment
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reaches an individual user, for example through the particular conversation in which it is

delivered. The AI signal contains no information about the payo� v or about noise trading

ω. Its value comes only from helping its users to interpret the price.

The precision τξ does not depend on the adoption rate, so that the model has no data

network e�ect. A precision that rose with adoption would create a complementarity in

adoption mechanically. The complementarity derived in Section 6 arises instead from how

the AI signal interacts with learning from the price.

Two features of the AI service are essential. First, the AI is valuable only because it

aggregates private information. Public information about the payo� is summarized by the

prior, and in a rational expectations equilibrium investors already know how the price depends

on the shocks. An AI that processed only public data, past prices included, would add little to

what an investor learns from the prior and the current price. Second, what the AI aggregates

is information about supply. Its users are retail investors, who have no information about

the payo� to disclose, but who know their own endowments.

Information sets. At date 1, every investor observes her own endowment and the price.

Let Ii denote investor i's private information:

Ii =


{ui} if i is a retail investor who does not use AI,

{ri, ui} if i is a retail investor who uses AI,

{si, ui} if i is informed.

(7)

Each investor conditions her trade on Ii and on the price p. Table 1 summarizes what each

piece of information is good for. Only informed investors have direct information about the

payo�. Every investor, however, has information about the aggregate endowment shock,

which moves the price but is unrelated to the payo�.

Timing. The timing is as follows.

Date 0. Retail investors observe their costs and decide whether to adopt. The adoption

rate λ becomes common knowledge.
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Table 1: Information at date 1. Every investor also observes the price p. Nobody has infor-
mation about noise trading ω.

Investor (mass) Private
information Ii

Information
about v

Information about u

Retail, no AI
((1− α)(1− λ))

ui none ui

AI user ((1− α)λ) ri, ui none ui and ri
Informed (α) si, ui si ui

Date 1. The shocks v, u, ω, and the idiosyncratic shocks are realized. Each investor

observes her endowment ui, and each informed investor observes her signal si. AI

users disclose their endowments to the service and receive their signals ri. Investors

then submit demand schedules that are contingent on their private information, noise

traders supply ω, and the market clears at price p.

Date 2. The risky asset pays v, adopters pay their costs, and investors consume.

Figure 1 summarizes the information structure.

Informed investors  (α)
payoff signal si = v + εi

own endowment ui = u + νi

Retail investors without AI
own endowment ui = u + νi

(no payoff information)

AI users  (share λ of retail)
own endowment ui = u + νi

AI signal ri = u + ξi

AI service
pools disclosed endowments;
idiosyncratic parts wash out,

so it learns u

Market
investors submit demand schedules;

noise traders supply ω (observed by nobody)
p = Avv− Auu− Aωω; everyone learns from p

ri disclose ui

Figure 1: Information structure. Every investor knows her own endowment ui = u + νi.
Informed investors also observe a signal about the payo�. The AI service pools the endowments
disclosed by its users, learns the aggregate endowment shock u, and returns ri = u+ ξi to each
user. Investors submit demand schedules, noise traders supply ω, and every investor learns
from the price.
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3.4 Investors' Problems

Portfolio choice at date 1. Investor i takes the price as given and chooses her net purchase

xi to maximize

E [− exp(−γWi) | Ii, p] . (8)

Let

µi ≡ E[v | Ii, p], τi ≡ Var(v | Ii, p)
−1 (9)

denote her posterior mean and posterior precision of the payo�. I write τI , τA, and τU for

the posterior precision of an informed investor, an AI user, and a retail investor without AI.

Section 4 derives µi and τi for each type of investor.

Adoption at date 0. At date 0, a retail investor knows neither her endowment nor the

price. She compares her ex-ante expected utility with and without AI, taking as given the

adoption rate λ and the trading equilibrium at date 1. Because she is negligible, her own

choice a�ects neither. Let WA
i and WU

i denote the terminal wealth (3), before the cost of

AI, of a retail investor who uses AI and of one who does not, when each trades optimally at

date 1. The investor adopts if

E
[
− exp

(
−γ(WA

i − ci)
)]

> E
[
− exp(−γWU

i )
]
,

that is, if her cost is below the certainty-equivalent value of AI,

ci < GA(λ) ≡
1

γ
ln

E
[
exp(−γWU

i )
]

E [exp(−γWA
i )]

, (10)

and she does not adopt if ci > GA(λ). A retail investor could alternatively acquire a payo�

signal of precision τϵ, which would make her an informed investor; I write GI(λ) for the

analogous certainty-equivalent value of that signal. With CARA preferences and normal

posteriors, both values are functions of posterior precisions alone (Appendix B.4):

GA =
1

2γ
ln

τA
τU

, GI =
1

2γ
ln

τI
τU

=
1

2γ
ln
(
1 +

τϵ
τU

)
, (11)
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where τU , τA, and τI = τU + τϵ are the posterior precisions about the payo� of a retail

investor without AI, of an AI user, and of an informed investor, characterized in Section 4.

These values are the same for every realization of the price and of the investor's endowment,

and other investors' choices a�ect either value only through the price. GI is the value of

information in Grossman and Stiglitz (1980).

Because the service learns u almost surely as soon as a positive mass of investors uses it, I

de�ne GA(0) ≡ limλ↓0GA(λ), the value of AI when a vanishing mass of retail investors uses it.

When the trading equilibrium is continuous in λ, as under the conditions of Proposition 1(iv),

GA(0) is the value of the signal (6) to a single investor in the market without AI.

3.5 Equilibrium Concept

I solve the model by backward induction. For a given adoption rate, the trading stage is a

noisy rational expectations market. The equilibrium concept is standard (Vives, 2008, ch. 4).

De�nition 1 (Rational expectations equilibrium for a given adoption rate). Fix the adoption

rate λ and the set of adopters A. A rational expectations equilibrium consists of a price

functional P (v, u, ω) and demand functions XU(ui, p), XA(ri, ui, p), and XI(si, ui, p) for retail

investors without AI, AI users, and informed investors such that:

(i) investors optimize: given the price functional P , for every investor i and every realization

of (Ii, p), her demand maximizes (8), where expectations are taken with respect to the

joint distribution of (v, Ii, p) implied by p = P (v, u, ω);

(ii) the market clears : for almost every realization of the shocks,

∫ 1

0

xi di = ω a.s., p = P (v, u, ω), (12)

where xi is investor i's demand from (i) evaluated at her private information and the

price.

In particular, every trader correctly understands the information conveyed by the equi-

librium price.
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Condition (i) is the rational expectations requirement: investors know how the price

depends on the shocks and use it as a signal when they trade. The price functional depends

on the shocks only through (v, u, ω) because idiosyncratic shocks average out in aggregate

demand almost surely.

I restrict attention to linear equilibria, in which the price functional is linear in the shocks,

as is standard. Because all shocks have mean zero, the intercept of a linear price functional

is zero, so that

p = Avv − Auu− Aωω. (13)

In a linear equilibrium all random variables are jointly normal, and posterior precisions are

constants. I refer to a linear rational expectations equilibrium as a trading equilibrium.

An adoption equilibrium consists of an adoption rate λ∗, a set of adopters A∗ of mass

(1−α)λ∗, and a trading equilibrium for λ∗ such that every retail investor's adoption decision

is optimal given the value of AI GA(λ
∗) that this trading equilibrium implies: retail investors

with ci < GA(λ
∗) adopt, and those with ci > GA(λ

∗) do not. I assume that the distribution

of costs Fc is continuous; a common cost is the limiting case in which it is degenerate. By the

law of large numbers, the fraction of retail investors with costs below GA(λ
∗) is Fc evaluated

at GA(λ
∗), so an equilibrium adoption rate satis�es

λ∗ = Fc

(
GA(λ

∗)
)
. (14)

With a common cost c, no adoption is an equilibrium if GA(0) ≤ c, full adoption is an equilib-

rium if GA(1) ≥ c, and an interior adoption rate λ∗ ∈ (0, 1) is an equilibrium if GA(λ
∗) = c.

When the trading stage has several equilibria for a given adoption rate (Section 4.8), the

value of AI depends on which of them investors coordinate on, and an adoption equilibrium

speci�es this selection. Section 4 characterizes the trading equilibrium, and Section 6 studies

the adoption decision.
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4 Rational Expectations Equilibrium for a Fixed Adop-

tion Rate

This section characterizes the trading equilibrium for a �xed adoption rate. The central

theme is how investors use their supply information, and in particular the AI signal, to

extract information about the payo� from the price. Appendix B.1 contains the proof of

Proposition 1.

4.1 Optimal Demand

In a linear equilibrium, the payo� is normally distributed conditional on (Ii, p), with mean µi

and precision τi as de�ned in (9). Terminal wealth (3) is then normal conditional on (Ii, p),

and investor i's optimal net purchase is the standard CARA-normal demand,

xi =
τi
γ
(µi − p)− ui. (15)

Market clearing (12) can therefore be written as 1
γ

∫ 1

0
τi(µi−p) di = u+ω a.s. Because poste-

rior precisions are constant within each type of investor, I index posterior precisions, posterior

means, and demands by type: (τU , µU , xU) for a retail investor without AI, (τA, µA, xA) for

an AI user, and (τI , µI , xI) for an informed investor. Posterior means and demands depend

on the investor's own signals, which keep the index i.

4.2 The Price as a Signal

Investors conjecture a linear price (13) with Av > 0. Let βu ≡ Av

Au
and βω ≡ Av

Aω
. Dividing

the price by Av shows that observing the price is equivalent to observing a noisy signal of

the payo�,

z1 ≡
p

Av

= v + ζp, ζp ≡ −β−1
u u− β−1

ω ω, τp ≡ Var(ζp)
−1 =

[
β−2
u

τu
+

β−2
ω

τω

]−1

. (16)

The price is thus a noisy signal of the payo�, and ζp is the price noise. The ratios β−1
u and

β−1
ω are the price impacts of the endowment shock and of noise trading relative to the price
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response to the payo�. The smaller they are, the more the price reveals about the payo�.

The precision of the payo� conditional on the price alone is τv + τp. I refer to τp as price

informativeness : the precision of the price as a signal of the payo� for an observer without

supply information.

The price noise contains the aggregate endowment shock, and every investor has also

private information about this shock (Table 1). Learning about u therefore removes part of

the noise from the price. To derive her posterior, each investor transforms her information

into signals of the payo�, zk = v+ζk, whose errors are mutually uncorrelated and independent

of v. With normal shocks, such signals combine by adding precisions: with τk ≡ Var(ζk)
−1

and a prior mean of zero,

τi = τv +
∑
k

τk, µi =

∑
k τkzk
τi

. (17)

The three types of investors share the price signal z1 and di�er in the information that they

bring to it.

4.3 Retail Investors without AI

A retail investor without AI learns from the price as in Hellwig (1980), with the addition of

Manzano and Vives (2011) that her endowment is a private signal of the aggregate endowment

shock, which is part of the noise in the price. A low price can re�ect bad news about the payo�

or a large endowment shock. An investor with a large endowment attributes more of a low

price to the shock and infers a higher payo� from it than an investor with a small endowment.

Investors therefore learn from the price privately: the same price conveys di�erent information

to di�erent investors.

Posterior beliefs. An investor without AI observes {p, ui}. Adding δu ≡ τuβu

τp
times her

endowment to the price signal gives a second signal of the payo�,

z2i ≡ z1 + δuui = v + ζ2i, ζ2i ≡ (δu − β−1
u )u+ δuνi − β−1

ω ω, τ2 ≡ Var(ζ2i)
−1. (18)
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The weight δu is chosen to make the two errors uncorrelated, Cov(ζ2i, ζp) =
1
τp

− δuβ
−1
u

τu
= 0,

and the two signals contain the same information as {p, ui}. By (17), her posterior precision

and mean are

τU = τv + τp + τ2, τp + τ2 =

[
β−2
u

τu + τν
+

β−2
ω

τω

]−1

, (19)

µU =
τpz1 + τ2z2i

τU
=

τp + τ2
τU

(
z1 + β−1

u

τν
τu + τν

ui

)
, (20)

where the second expressions follow from substituting (16) and (18). The second expression

for µU shows that the investor corrects the price signal for her forecast of its noise, E[ζp |

ui] = −β−1
u

τν
τu+τν

ui, and treats the corrected price as a signal of the payo� with precision

τp + τ2. By (19), the noise that remains after the correction has two parts: the part of the

endowment shock that her endowment does not explain, and noise trading, each times its

squared relative price impact. Supply information reduces only the �rst part. Hence τp is

what the price reveals to an outside observer, and τ2 is what private learning adds.

How much private learning adds. The investor's endowment is valuable only through

its correlation with the noise in the price. If it explains a share ρ2 of the variance of the price

noise, she interprets the price as a signal of the payo� with precision τp
1−ρ2

, where τp is the

precision of the price alone, so that private learning adds

τ2 =
ρ2

1− ρ2
τp, ρ2 =

τν
τu + τν︸ ︷︷ ︸

share of u that her
endowment explains

× β−2
u τ−1

u

β−2
u τ−1

u + β−2
ω τ−1

ω︸ ︷︷ ︸
share of the price
noise due to u

. (21)

The share ρ2 is the product of two shares. The �rst describes the investor: how well her

endowment tracks the aggregate endowment shock. The second describes the market: how

much of the price noise comes from the endowment shock, which investors can learn about,

rather than from noise trading, which they cannot. What private learning adds is thus a

multiple of τp, the information about the payo� that the price contains. A signal about the

payo�, by contrast, adds a �xed precision to what the investor knows, whatever the price

reveals (Section 4.5).
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Demand. By (15), her demand is

xU =
1

γ
(τpz1 + τ2z2i − τUp)− ui =

1

γ

(
τp + τ2
Av

− τU

)
p+

(
τ2δu
γ

− 1

)
ui, (22)

where, comparing the two expressions for µU in (20),

τ2δu = β−1
u

τν
τu + τν

(τp + τ2) . (23)

The coe�cient on her endowment has two parts. She sells her endowment one for one, and she

buys τ2δu
γ

units per unit of her endowment, because a large endowment raises her expectation

of the payo� at a given price. By (23), these purchases are the product of the relative price

impact of the endowment shock, the share of the shock that her endowment reveals, and the

intensity τp+τ2
γ

with which she trades on the corrected price. The last term is the property of

supply information that Manzano and Vives (2011) emphasize: an investor trades on supply

information only through the price, so she trades on it more the more informative the price

is. On a payo� signal, by contrast, she trades with intensity τϵ
γ
whatever the informativeness

of the price (Section 4.5).

4.4 AI Users

The AI signal is a second signal of the aggregate endowment shock. An AI user is therefore

an investor of Section 4.3 with more precise supply information, and her problem is solved

in the same way.

Posterior beliefs. An AI user observes {p, ui, ri}. Her endowment and her AI signal are

conditionally independent signals of u, so all that matters for her beliefs is their precision-

weighted average,

uA
i ≡ τνui + τξri

τν + τξ
= u+ νA

i , νA
i ≡ τννi + τξξi

τν + τξ
, (24)
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a signal of u with precision τν + τξ. Adding δu times this combined supply signal to the price

signal gives a second signal of the payo�,

zA2i ≡ z1 + δuu
A
i = v + ζA2i, ζA2i ≡ (δu − β−1

u )u+ δuν
A
i − β−1

ω ω, τA2 ≡ Var(ζA2i)
−1, (25)

with the same weight δu as in (18), because uA
i and ui have the same covariance with the

price noise. Her posterior follows as in Section 4.3, with uA
i in place of ui and τν + τξ in place

of τν :

τA = τv + τp + τA2 , τp + τA2 =

[
β−2
u

τu + τν + τξ
+

β−2
ω

τω

]−1

, (26)

µA =
τpz1 + τA2 z

A
2i

τA
=

τp + τA2
τA

(
z1 + β−1

u

τνui + τξri
τu + τν + τξ

)
. (27)

The AI user corrects the price for a more precise forecast of its noise: the part of the endow-

ment shock that her supply information leaves unexplained has variance 1
τu+τν+τξ

instead of

1
τu+τν

, and the part of the price noise due to noise trading is unchanged.

What the AI adds. The AI signal is a second signal of the endowment shock. In (21), it

raises the �rst share, how well the investor's supply information tracks the shock, from τν
τu+τν

to
τν+τξ

τu+τν+τξ
, and leaves the second share, which is determined in equilibrium, unchanged. The

AI therefore raises ρ2, and the precision it adds to what the investor knows is again a multiple

of τp: the AI multiplies the precision of price information rather than adding to it. Three

properties of (19) and (26) are used throughout the paper.

First, the AI multiplies the precision of the investor's price information rather than adding

to it:

τp + τA2 = (τp + τ2) Φ, Φ ≡

β−2
u

τu + τν
+

β−2
ω

τω
β−2
u

τu + τν + τξ
+

β−2
ω

τω

. (28)

The factor Φ is the ratio of the variances of the price noise that the investor cannot predict

without and with AI. It is at its maximum,
τu+τν+τξ
τu+τν

, when the endowment shock accounts for

all of the price noise, and it is one when noise trading does. The AI corrects the price only

for the endowment shock, so as the price becomes more informative and noise trading makes
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up a larger share of the remaining noise, Φ falls. This fall is what limits the complementarity

in adoption (Section 6). A payo� signal, by contrast, adds the �xed precision τϵ whatever

the price reveals.

Second, both precisions rise when β−1
u falls: a price that is less exposed to the endowment

shock is a more precise signal for every investor.

Third, both precisions are bounded by β2
ωτω, the precision of the price information of an

investor who knows the endowment shock exactly. Such an investor observes v − β−1
ω ω, the

aggregate information of informed investors contaminated only by noise trading (Grossman,

1976; Hellwig, 1980). An AI user approaches this bound as the AI signal becomes perfectly

precise.

Demand. By (15), her demand is

xA =
1

γ

(
τp + τA2
Av

− τA

)
p+

τξ
τν + τξ

τA2 δu
γ

ri +

(
τν

τν + τξ

τA2 δu
γ

− 1

)
ui, (29)

where, comparing the two expressions for µA in (27),

τA2 δu = β−1
u

τν + τξ
τu + τν + τξ

(
τp + τA2

)
. (30)

She trades on her combined supply signal with intensity
τA2 δu
γ

. By (30) and (23), she trades

more on supply information than an investor without AI, both because her supply information

reveals a larger share of the endowment shock and because the corrected price is a more precise

signal to her.

4.5 Informed Investors

An informed investor observes {p, ui, si}. Her supply information is her endowment, as for a

retail investor without AI, so she uses z1 and z2i from (18). Her payo� signal si = v + ϵi is

already a signal of the required form, with precision τϵ and an error that is independent of
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all other shocks. By (17),

τI = τv + τp + τ2 + τϵ, µI =
τpz1 + τ2z2i + τϵsi

τI
, (31)

and by (15), her demand is

xI =
1

γ

(
τp + τ2
Av

− τI

)
p+

τϵ
γ
si +

(
τ2δu
γ

− 1

)
ui. (32)

An informed investor trades on her payo� signal with intensity τϵ
γ
, independently of how

informative the price is. A more informative price raises her posterior precision τI but lowers

the weight τϵ
τI

of her signal in her posterior mean, and the two e�ects cancel (Grossman

and Stiglitz, 1980; Vives, 2008). Informed investors' aggregate demand therefore loads on

the payo� with coe�cient ατϵ
γ

at every adoption rate. Her trading on supply information

is the same as that of a retail investor without AI. Table 2 summarizes the three investors'

problems.

Table 2: Investors' problems at date 1.

Retail investor without AI AI user Informed investor

Observes p, ui p, ui, ri p, ui, si
Supply signal ui, precision τν uA

i , precision τν + τξ ui, precision τν
Independent signals z1, z2i z1, z

A
2i z1, z2i, si

Posterior precision τU = τv + τp + τ2 τA = τv + τp + τA2 τI = τv + τp + τ2 + τϵ

γ× coe�cient on p
τp+τ2
Av

− τU
τp+τA

2

Av
− τA

τp+τ2
Av

− τI

γ× coe�cient on own signal �
τξτ

A
2 δu

τν+τξ
on ri τϵ on si

γ× coe�cient on ui τ2δu − γ
τντ

A
2 δu

τν+τξ
− γ τ2δu − γ

4.6 Characterization

Idiosyncratic shocks average out in aggregate demand almost surely: payo� signals aggregate

to v, supply signals to u, and user-speci�c AI errors to nothing. Market clearing therefore

gives a price that is linear in (v, u, ω), and matching coe�cients characterizes the equilibrium.

Proposition 1 (Trading equilibrium). Fix the adoption rate λ.
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(i) In every trading equilibrium, βω = ατϵ
γ
, and βu solves

βu = fλ(βu) ≡
ατϵ
γ

+
α2τ 2ϵ τω β

2
u

γ

[ (
1− (1− α)λ

)
τν

α2τ 2ϵ τω + γ2(τu + τν)β2
u

+
(1− α)λ (τν + τξ)

α2τ 2ϵ τω + γ2(τu + τν + τξ)β2
u

]
. (33)

The function fλ is increasing, with slope

f ′
λ(βu) =

2α4τ 4ϵ τ
2
ω βu

γ

[ (
1− (1− α)λ

)
τν(

α2τ 2ϵ τω + γ2(τu + τν)β2
u

)2
+

(1− α)λ (τν + τξ)(
α2τ 2ϵ τω + γ2(τu + τν + τξ)β2

u

)2
]
> 0. (34)

(ii) The price coe�cients are

Av =
ατϵ + τp + τ2 + (1− α)λ(τA2 − τ2)

τv + ατϵ + τp + τ2 + (1− α)λ(τA2 − τ2)
, Au = Avβ

−1
u , Aω =

γ

ατϵ
Av,

(35)

where τp + τ2 and τp + τA2 are given by (19) and (26) at βω = ατϵ
γ
.

(iii) A trading equilibrium exists, and in every equilibrium the endowment shock moves the

price less than noise trading does, relative to fundamentals: β−1
u < β−1

ω .

(iv) The equilibrium is unique under either of two conditions. The �rst bounds the slope of

the best response at every conjecture:

27α2τ 2ϵ τω
64γ4

[(
1− (1− α)λ

) τν√
τu + τν

+ (1− α)λ
τν + τξ√

τu + τν + τξ

]2
< 1, (36)

in which case f ′
λ(βu) < 1 for every βu > 0. The second is

8γ2 ≥ ατϵτω

[(
1− (1− α)λ

) τν
τu + τν

+ (1− α)λ
τν + τξ

τu + τν + τξ

]
. (37)

Since the bracket in (37) is below one, (37) holds at every adoption rate and for every

precision of the AI signal if

8γ2 ≥ ατϵτω. (38)
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Under (36) or the strict version of (37) the unique equilibrium is stable, f ′
λ(βu) < 1,

and di�erentiable in adoption.

Proof. See Appendix B.1.

Remark 1 (Relation to Manzano and Vives, 2011). Without AI and without noise trading,

the model is the model of Manzano and Vives (2011) with uncorrelated errors in the payo�

signals. With λ = 0 and τω → ∞, (33) becomes βu = ατϵ+τνβ2
u

γ
, their �xed point for the ratio

of price coe�cients with a mass α of informed traders, idiosyncratic endowment precision τν ,

and risk tolerance 1
γ
. In their model, correlation among signal errors bounds how precisely

the price can be interpreted and guarantees existence; without it, a linear equilibrium exists

only if γ2 ≥ 4ατϵτν . Here noise trading plays this role through the bound β2
ωτω.

Intuition. The relative price impact of noise trading, γ
ατϵ

, is the inverse of informed in-

vestors' aggregate trading intensity, as in Hellwig (1980): nobody can identify noise trading,

so it is cleared through the price alone, and the more aggressively informed investors trade on

their information, the less it moves the price relative to fundamentals. It does not depend on

AI, because AI users have no information about the payo�. The endowment shock moves the

price less (part (iii)), because investors have private information about it and trade against

it, as in Manzano and Vives (2011). The function fλ is their aggregate best response. It

maps the relative price impact of the endowment shock that investors conjecture into the one

that their trading produces. Its slope measures the strategic complementarity in the use of

information that private learning creates; Section 4.7 explains why it is positive. An equi-

librium is stable if the best response crosses the diagonal from above, f ′
λ < 1. Noise trading

bounds the complementarity, because nobody can interpret the price with a precision above

β2
ωτω, and this bound guarantees existence (part (iii)); in Manzano and Vives (2011), who

have no noise trading, correlated errors in the payo� signals play this role (Remark 1).

4.7 Strategic Complementarity in Trading

Trading on supply information is a strategic complement: the more investors trade on their

supply information, the more attractive it becomes for each of them to do so. The reason
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is the private learning channel of Manzano and Vives (2011). Supply information is useful

only for interpreting the price, so an investor trades on it in proportion to the weight she

puts on the price. When more investors trade on their supply information, the endowment

shock has a smaller price impact and the price is a more precise signal of the payo�; every

investor then puts more weight on the price, and therefore trades more on her own supply

information. The �xed point (33) is the best-response map of this complementarity: it maps

the relative price impact of the endowment shock that investors conjecture into the one that

their trading produces, and it is increasing.

The complementarity is the one that Ganguli and Yang (2009) and Manzano and Vives

(2011) identify. In both papers it arises at the trading stage from the same source, investors'

private information about supply, and it does not depend on what investors can acquire: a

signal about the payo� in Manzano and Vives (2011), a bundle of payo� and supply signals

in Ganguli and Yang (2009). At the trading stage the distribution of information is given,

so their analysis applies here with two additions: noise trading, which bounds how precise

a signal the price can be, and the AI signal, which gives some investors more precise supply

information. What investors acquire matters only in Section 6, where the question is whether

the complementarity in trading carries over to the acquisition of supply information.

A strategic complementarity of this kind can make price informativeness self-ful�lling. If

investors expect the price to be informative, they put much weight on it and trade much on

their supply information; the endowment shock then has a small price impact, and the price is

indeed informative. If they expect the price to be uninformative, the reverse holds. Manzano

and Vives (2011) show that with private learning from prices the trading stage generically

has one or three regular equilibria, of which the extreme ones are stable and the middle one

unstable; the same holds here without AI, where β−1
u solves a cubic, whereas with AI there

can be �ve (Appendix B.1). Proposition 1(iv) rules the multiplicity out by bounding the

strength of the complementarity in two ways. Condition (36) is the uniqueness condition of

Manzano and Vives (2011, Proposition 3): the slope of the best response is below one at every

conjecture, so the complementarity is moderate everywhere. Their other su�cient condition,

that the use of information be a strategic substitute, cannot hold here, because informed

investors trade on their payo� signals with an intensity that does not depend on the price
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(Section 4.5), the case of uncorrelated signal errors in their model. Condition (37) instead

bounds how investors' purchases based on supply information respond to the price impact

of the endowment shock. These purchases based on supply information are hump-shaped in

the price impact of the endowment shock, rising with it at �rst, because there is more to

correct, and falling once the shock dominates the price, because investors then rely little on

the price; (37) requires that the part of a shock that is cleared through the price, which rises

in proportion to the price impact, dominate this decline. Noise trading makes this possible,

because it bounds how precise a signal the price can be, at β2
ωτω: the condition says that this

bound is at most eight times the aggregate precision of informed investors' signals, scaled by

the average share of the endowment shock that investors' supply information explains. That

share is larger for AI users, so the condition becomes harder to satisfy as adoption spreads;

since it is below one, (38) su�ces at every adoption rate and for every precision of the AI

signal.

Following Manzano and Vives (2011), I call a trading equilibrium regular if f ′
λ(βu) ̸=

1, that is, if fλ crosses the diagonal at βu rather than being tangent to it. At a regular

equilibrium the implicit function theorem applies, so the equilibrium moves continuously

and di�erentiably with the adoption rate and the other parameters. Equilibria that are not

regular occur only where two equilibria merge, as in panel (b) of Figure 2, and hence only

at isolated parameter values. A regular equilibrium is locally stable under adaptive best-

response dynamics if |f ′
λ(βu)| < 1; since f ′

λ > 0 here, this is equivalent to f ′
λ < 1. With three

regular equilibria, the extreme ones are stable and the middle one is unstable. At a regular

equilibrium, adoption moves the price ratio according to

dβu

dλ
=

∂fλ/∂λ

1− f ′
λ(βu)

. (39)

The numerator is the direct e�ect of adoption at a given conjecture, and the denominator

is the multiplier from the complementarity in trading: a more informative price leads every

investor to trade more on her supply information, which makes the price more informative

still. At a stable equilibrium the multiplier is positive, and adoption lowers the relative

price impact of the endowment shock. At an unstable equilibrium it is negative, and the
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equilibrium responds perversely, as in Manzano and Vives (2011). This sign is what matters

for information acquisition in Section 6.

In Section 5 and from Section 6.4 to Section 6.5, I assume the strict version of (38).

The trading stage then has a unique and stable equilibrium at every adoption rate, so that

prices and the value of AI are functions of the adoption rate and all multiplicity arises in the

market for AI. Proposition 4 does not need this assumption: it holds at every stable trading

equilibrium, whether or not the equilibrium is unique.

4.8 AI and Multiplicity at the Trading Stage

Adoption shifts the map up at every conjecture, because an AI user buys more against the

endowment shock than the non-user she replaces, but not by a constant amount. Write the

bracket in (33) as
(
1− (1− α)λ

)
h(τν) + (1− α)λh(τν + τξ), where

h(z) =
z

α2τ 2ϵ τω + γ2(τu + z)β2
u

, h′(z) =
α2τ 2ϵ τω + γ2τuβ

2
u[

α2τ 2ϵ τω + γ2(τu + z)β2
u

]2 > 0.

Hence h(τν + τξ) > h(τν) and
∂fλ(βu)

∂λ
> 0: at any conjecture, an AI user buys more on her

supply information than the non-user she replaces, and the price that clears the market is

more informative. The shift is hump-shaped in the conjecture. It is small when investors

expect an uninformative price, because then nobody trades much on supply information, and

small again when they expect a very informative one, because then even investors without

AI interpret the price nearly as well as noise trading allows; it is largest at intermediate

conjectures. Whether the shift adds or removes equilibria therefore depends on where fλ is

close to the diagonal. Figure 2 shows both cases for parameters that violate (38). In panel

(a), fλ without AI crosses the diagonal once, at a low βu, and stays slightly below it at

intermediate conjectures, where the shift is largest; adoption of an AI of moderate precision

lifts it above the diagonal there, and two further equilibria appear, an unstable one and a

stable, more informative one. In panel (b), fλ without AI dips slightly below the diagonal at

low conjectures, which produces an uninformative and an unstable equilibrium in addition

to an informative one; adoption of a more precise AI lifts the dip above the diagonal, the two

equilibria merge and disappear, and only the informative equilibrium remains. Proposition 2
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shows that the second case always occurs when the AI is precise enough and enough investors

use it.
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Figure 2: How AI shifts the aggregate best response. Top row: fλ(βu) against the conjectured
βu and the 45-degree line; trading equilibria are the intersections. Bottom row: the excess
fλ(βu) − βu, whose zero crossings are the same equilibria; �lled dots are stable equilibria and
hollow dots unstable ones. Both panels: τv = τϵ = τu = 1, τν = 9, γ = 3.08, τω = 607.1. Panel
(a): α = 0.22 and an AI of precision τξ = 4; a unique trading equilibrium without AI and
three at an adoption rate of one half. Panel (b): α = 0.25 and τξ = 9; three trading equilibria
without AI and a unique one at an adoption rate of 0.3.

Proposition 2 (A precise AI eliminates multiplicity at the trading stage). (i) Suppose that

the AI signal reveals the endowment shock, τξ = ∞. Then the trading equilibrium is
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unique if the mass of AI users satis�es

(1− α)λ ≥

τν
τu + τν

− 8γ2

ατϵτω

8 +
τν

τu + τν

, (40)

a threshold below 1
9
.

(ii) Suppose that τξ ≥ 3τω − τu − τν. Then the trading equilibrium is unique if

(1− α)λ >
1

4
− 2γ2(τu + τν)

ατϵτωτν
, (41)

a threshold below 1
4
.

Proof. See Appendix B.2.

Both thresholds are positive only if (37) fails without AI, and both conditions are suf-

�cient, not necessary: in panel (b) of Figure 2, the equilibrium is unique at a precision of

the AI signal far below the cuto� in part (ii). Part (i) is the counterpart of Corollary 9 in

Manzano and Vives (2011), the case in which informed traders observe the same signal and

trade on it with a weight that does not depend on what the price reveals, as AI users do

here on their supply information when the AI reveals the endowment shock. Their condition,

Ψ − µ(Ψ + 8) ≤ 0, with Ψ the share of the endowment shock that an endowment explains

and µ the mass of informed traders, is (40) without the term in noise trading.

The uninformative equilibrium is self-ful�lling because investors who expect an imprecise

price trade little on their supply information, so the endowment shock moves the price a lot

and the price is indeed imprecise. A user of a precise AI does not behave this way. Under

the condition on τξ in part (ii), she knows the endowment shock well enough that her price

information has at least three quarters of the maximal precision β2
ωτω at every conjecture, so

her purchases against the shock vary little with what she expects; when the AI reveals the

shock, they do not depend on it at all, just as informed investors' trading on their payo�

signals does not depend on what others are expected to do. Once enough investors trade this

way, aggregate demand responds strongly to the endowment shock at every conjecture, and

the uninformative equilibrium disappears.
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Proposition 2 has a direct reading in terms of the technology. The precision of the AI

signal is what improves when the service improves: when users link their brokerage accounts

so that the assistant observes their positions rather than descriptions of them (Section 2),

when more of a user's trading needs are disclosed, and when the models themselves improve.

Such improvements remove the self-ful�lling uninformative equilibrium at the trading stage

once the share of retail investors who use the service exceeds the thresholds in Proposition 2,

which are below one quarter and smaller when the variance of noise trading is large relative

to informed trading. A better AI therefore makes the asset market less prone to multiplicity,

not more. Conversely, a restriction on the data that the service may use, which lowers the

precision of its signal, can move an economy back into the region in which the trading stage

has several equilibria.

The source of multiple trading equilibria is thus private supply information, which every

investor has, and AI changes the strength of the force that produces them. When the variance

of noise trading is large enough for (38) to hold, the trading stage has a unique equilibrium at

every adoption rate and for every AI technology, and the multiplicity in adoption of Section 6,

which AI creates, arises at this unique and stable trading equilibrium. The complementarity

in adoption that produces it does not itself depend on uniqueness: by Proposition 4(ii), when

the trading stage has several equilibria, adoption is a complement at each stable one and a

substitute at the unstable one.

5 Price Informativeness and Price Impact

This section compares the same economy at adoption rate λ and at λ = 0. Throughout, 8γ2 >

ατϵτω, so the trading equilibrium is unique and di�erentiable in λ. I follow the organizing

principle of Goldstein, Huang, and Yang (2025), who de�ne fragility as the ampli�cation of

shocks and distinguish it from both price volatility and price informativeness. The model

lends itself to this distinction, because the price

p = Av(λ)

[
v − βu(λ)

−1u− γ

ατϵ
ω

]
(42)
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separates into a scale, the response Av to fundamentals, and a composition, the exposure

to each nonfundamental shock per unit of exposure to fundamentals. Informativeness, τp,

depends on the composition alone. Ampli�cation, the loadings Av, Au = Avβ
−1
u , and Aω =

γ
ατϵ

Av, depends on both. AI changes the scale and one element of the composition, the

relative price impact of the endowment shock. The relative price impact of noise trading

is the same with and without AI, because nobody learns about noise trading and informed

investors trade on their signals with the same intensity.

5.1 Price Loadings

By (35), the price response to fundamentals Av rises with the precision of investors' informa-

tion. Adoption raises it through two channels. The composition e�ect : a mass of investors

interprets the price with τA2 instead of τ2. The informativeness e�ect : every investor, with

or without AI, interprets a price that is less exposed to the endowment shock.

Proposition 3 (Adoption, price informativeness, and price impact). Consider a stable trad-

ing equilibrium, f ′
λ(βu) < 1; under 8γ2 > ατϵτω this is the unique equilibrium at every

adoption rate.

(i) Adoption lowers the price impact of the endowment shock relative to fundamentals,

dβ−1
u

dλ
< 0, and raises price informativeness τp. At an unstable trading equilibrium,

f ′
λ(βu) > 1, both signs are reversed.

(ii) Adoption raises the price response to fundamentals, dAv

dλ
> 0, which nevertheless stays

below one.

(iii) Adoption raises the price impact of noise trading in the same proportion as the response

to fundamentals: Aω

Av
= γ

ατϵ
does not depend on λ.

(iv) Price informativeness also rises with the mass of informed investors, for a given mass

of AI users, and with risk tolerance 1
γ
.

Proof. See Appendix B.3.

Intuition. In Grossman and Stiglitz (1980) and Hellwig (1980), the price becomes more

informative when more investors trade on information about the payo�; the price then re-
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sponds more to fundamentals, and noise trading moves it less relative to fundamentals, be-

cause informed investors trade against it more aggressively. Adoption makes the price more

informative through a di�erent channel. AI users bring no information about the payo� into

the price; they trade against the endowment shock. Three things follow.

The endowment shock moves the price less relative to fundamentals, and the price becomes

more informative (part (i)). This is the comparative static of Section 4.7: adoption shifts

the best-response map up, because AI users trade more against the shock than the non-users

they replace, and at the unique, stable equilibrium the complementarity in trading ampli�es

the shift.

The price responds more to fundamentals (part (ii)). The price is a precision-weighted

average of investors' expectations of the payo� minus a risk premium proportional to supply,

and expectations move with the payo� by more the better informed investors are. Adoption

makes AI users better informed directly and all investors better informed through the price.

Because expectations also put weight on the prior, the response stays below one: AI does

not make the price overreact to news. No investor trades more because she expects others

to do so; the price moves more with the payo� because investors know more about it.

Noise trading moves the price more (part (iii)). Nobody has information about noise

trading, so the market cannot tell a noise-trader sale from a sale on bad news and reacts to

both alike; as the price responds more to news, it responds more to noise trading in the same

proportion. This is where adoption di�ers from informed trading, and the di�erence is the

basis of the empirical test in Section 7: more informed trading lowers the relative price impact

of noise trading, whereas adoption leaves it unchanged and raises its absolute price impact

together with Av. The composition of nonfundamental volatility changes accordingly. The

share of noise trading in the price variance generated by the two supply shocks, τp
β2
ωτω

, rises

with adoption: a market with AI reveals fundamentals better, and the noise that remains in

its price comes increasingly from �ows that no investor can learn about. The absolute price

impact of the endowment shock, Au = Avβ
−1
u , combines the fall in β−1

u with the rise in Av,

and the proposition does not sign it.

Part (iv) and the reversal in part (i) are Proposition 4 of Manzano and Vives (2011).

More informed trading and more risk tolerance shift the best-response map up, as adoption
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does, and the multiplier of the complementarity in trading ampli�es the shift at a stable

equilibrium and reverses it at an unstable one.

Figure 3 illustrates Proposition 3 for two sets of parameters that satisfy the maintained

condition. The solid lines are the equilibrium coe�cients at each adoption rate and the

dashed lines their values without AI. The dotted lines isolate the two channels. In the left

panels, the dotted line is Av computed at adoption rate λ but with the relative price impact

of the endowment shock held at its value without AI, βu(0)
−1: it shows how much of the

rise in Av is due to the change in the composition of investors alone, with the price no more

informative than before, and the remainder is due to the price becoming more informative.

In the middle panels, the dotted line is Av(λ)βu(0)
−1, the price impact of the endowment

shock if only the scale Av had changed and the relative price impact had stayed at its value

without AI; the gap between it and the solid line is the fall in β−1
u produced by AI users'

purchases based on supply information. The informativeness e�ect is the part of what AI

does to the price that works through the price itself: all investors, including those without

AI, learn from a price that is less exposed to the endowment shock because AI users' demand

responds more strongly to it.

Pricing error. Price informativeness, τp, is the precision with which the price forecasts

the payo�. It is distinct from price e�ciency in the sense of how far the price is from the

payo�: Var(v−p) = (1−Av)2

τv
+ A2

v

τp
, underreaction to the payo� plus nonfundamental variance,

which I call the pricing error. The loading on the payo� that minimizes it is the Bayesian

weight τp
τv+τp

, and the equilibrium loading exceeds it, because the price is set by investors

who know more than the price alone. Adoption raises τp, which lowers the pricing error, and

raises Av, which raises it. The pricing error falls if and only if informativeness grows fast

enough relative to the market's average precision (Appendix B.3). [TO BE COMPLETED]
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6 Information-Acquisition Incentives and Adoption Equi-

libria

This section turns from trading to information acquisition. It shows that the value of the AI

signal can rise with the number of investors who use it, explains why information about the

payo� cannot have this property at a stable trading equilibrium, and shows that the com-

plementarity can make adoption self-ful�lling even when the asset market has a unique and

stable equilibrium. The section proceeds in two steps. Sections 6.1 to 6.3 treat the adoption

rate as a parameter, as Manzano and Vives (2011) treat the mass of informed traders, and

ask how the value of AI, gross of its cost, changes with it at a given trading equilibrium; this

is the standard de�nition of strategic complementarity in information acquisition, and it does

not require the trading equilibrium to be unique. Sections 6.4 and 6.5 close the adoption

stage as in Section 3.5; there the value of AI must be a function of the adoption rate, and I

assume 8γ2 > ατϵτω.

6.1 Two Links: Why Payo� Information Is a Substitute

By (11), the value of a signal depends only on the investor's posterior precision with and

without it, and other investors a�ect these precisions only through the price. This is the

setting of the argument of Grossman and Stiglitz (1980) that information acquisition is

a strategic substitute. When more investors acquire information, the price becomes more

informative, which raises what an investor knows without her signal. A payo� signal adds

the �xed precision τϵ to this, so the ratio τI
τU

= 1+ τϵ
τU

falls, and the signal is worth less. The

argument has two links:

d (value of a signal)

d (others' acquisition)
=

∂ (value of a signal)

∂ (price informativeness)︸ ︷︷ ︸
�rst link: depends on the signal

× d (price informativeness)

d (others' acquisition)︸ ︷︷ ︸
second link: positive at stable equilibria

. (43)

The second link does not depend on the kind of information. It is positive at every stable

trading equilibrium, because more information in the market shifts the best-response map up

and the multiplier 1
1−f ′

λ
is positive (Proposition 3(i) for adoption), and negative only at an
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unstable equilibrium, where the equilibrium responds perversely (Manzano and Vives, 2011).

The �rst link depends on what the signal adds. A payo� signal adds a �xed precision, so

the link is negative. The AI signal is information about the noise in the price, so it is useful

only through the price, and what it adds is a multiple of the precision of price information,

by (28), so that

GA =
1

2γ
ln

τv + (τp + τ2) Φ

τv + τp + τ2
. (44)

What the AI adds to its user's precision is τA2 − τ2 = (τp + τ2)(Φ − 1): the precision of a

non-user's price information, times the proportional improvement Φ−1 that the AI brings to

it. A payo� signal adds the constant τϵ instead. This is where the two signals part. Holding

Φ �xed, a more informative price raises the ratio of posterior precisions for the AI signal and

lowers it for the payo� signal,

∂

∂(τp + τ2)

τv + (τp + τ2)Φ

τv + τp + τ2
=

(Φ− 1)τv
(τv + τp + τ2)2

> 0,

∂

∂(τp + τ2)

τv + τp + τ2 + τϵ
τv + τp + τ2

= − τϵ
(τv + τp + τ2)2

< 0 :

a proportional improvement is worth more on a more precise base, a �xed one less. Against

this, Φ itself falls as the price becomes more informative, because the AI removes only the

endowment shock from the price noise and noise trading makes up a growing share of what

remains. The �rst link is positive when the �rst e�ect dominates. Proposition 4 gives the

exact condition.

6.2 Strategic Complementarity in Adoption

Proposition 4 (Strategic complementarity and substitutability in information acquisition).

Treat the adoption rate λ as a parameter, and let C ≡ β2
ωτω = α2τ2ϵ τω

γ2 denote the maximal

precision of price information, so that τv + C is the posterior precision of an investor who

knows the endowment shock exactly, and de�ne the threshold

b∗ ≡
[
(τu + τν)(τu + τν + τξ)

]1/4(
1 + C

τv

)1/4
√
C

, (45)
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which depends only on the parameters of the model.

(i) Consider a stable trading equilibrium, f ′
λ(βu) < 1. Adoption is a strategic complement,

dGA

dλ
> 0, when the price impact of the endowment shock relative to fundamentals exceeds

the threshold,

β−1
u > b∗, (46)

and a strategic substitute when β−1
u < b∗. In terms of posterior precisions, (46) is the

same as

τA τU < τv (τv + C) : (47)

the product of the posterior precisions of an AI user and of a retail investor without AI

is below the product of the prior precision and the maximal posterior precision. At an

unstable trading equilibrium the two signs are reversed.

(ii) Every trading equilibrium, at every adoption rate, satis�es

βu < β̄ ≡ ατϵ
γ

(
1 +

ατϵτω
γ2

)
(48)

and, writing

χλ ≡
ατϵ

√
τω

γ2

[(
1− (1− α)λ

) τν√
τu + τν

+ (1− α)λ
τν + τξ√

τu + τν + τξ

]
(49)

for the quantity that (36) bounds by 8
3
√
3
, also βu ≤ ατϵ

γ

(
1− χλ

2

)−1
whenever χλ < 2, in

particular under (36). Hence, if

τω√
(τu + τν)(τu + τν + τξ)

>
(
1 +

ατϵτω
γ2

)2

√
1 +

α2τ 2ϵ τω
γ2τv

, (50)

or if χ1 < 2 and (50) holds with
(
1 − χ1

2

)−2
in place of

(
1 + ατϵτω

γ2

)2
, then (46) holds

at every trading equilibrium at every adoption rate: adoption is a strategic complement

at every stable trading equilibrium and a strategic substitute at every unstable one. The

set of parameters satisfying (50) is nonempty and open, and it intersects the uniqueness

region 8γ2 > ατϵτω: for any α, τϵ, τv, τu, τν, τξ, and any κ > 0, (50) holds for all τω
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above (1 + κ)2
√
(τu + τν)(τu + τν + τξ)

√
1 + ατϵκ

τv
when γ is set so that ατϵτω

γ2 = κ.

(iii) At a stable trading equilibrium, acquiring the payo� signal is a strategic substitute: its

value falls with the adoption rate and, for a given mass of AI users, with the mass of

informed investors.

(iv) At a stable trading equilibrium, whenever adoption is a strategic complement, a larger

mass of informed investors raises the value of the AI signal, for a given mass of AI

users.

Under 8γ2 > ατϵτω, the trading equilibrium is unique and stable at every adoption rate, and

the statements hold at that equilibrium.

Proof. See Appendix B.5.

Intuition. Part (i) is the central result: for the AI signal, the �rst link in (43) can be

positive, so adoption can be a complement at a stable trading equilibrium, where payo�

information is a substitute. Whether it is depends on how close the price is to the bound C

that noise trading sets on its precision. Far from the bound, the endowment shock accounts

for most of the price noise, for AI users and non-users alike; the AI then improves the

interpretation of the price by nearly the same factor whatever the price reveals, and a more

informative price makes this improvement worth more. Close to the bound, most of the

noise that an AI user still faces is noise trading, which she cannot remove; further adoption

then improves the price information of non-users more than hers, and the value of AI falls.

Condition (47) is the exact dividing line: the product of the posterior precisions of an AI user

and of a non-user must lie below the product of the prior precision and the maximal posterior

precision τv +C. Condition (46) states the same line in terms of the price, as a threshold b∗

on the relative price impact of the endowment shock that depends only on primitives. Since

adoption lowers β−1
u along a stable branch (Proposition 3(i)) while b∗ does not move, the

value of AI is single-peaked in adoption: it rises as long as β−1
u > b∗ and falls thereafter.

Part (ii) turns the condition on the equilibrium into a condition on primitives. Whatever

investors expect, their trading on supply information lowers the relative price impact of the

endowment shock below that of noise trading by at most the factor 1+ ατϵτω
γ2 , its value if every
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investor knew the shock exactly; this is (48). If the endowment shock still dominates the

price noise at this bound, by the margin that (47) requires, then adoption is a complement

at every stable equilibrium. Condition (50) says this in terms of primitives: the variance of

the endowment shock that remains given investors' supply information must be large relative

to the variance of noise trading. The condition is coarse, because it must hold at an extreme

that no equilibrium reaches. The second bound in part (ii) uses instead that investors'

purchases based on supply information are at most the peak of the hump of Section 4.7, the

same object that the uniqueness conditions of Proposition 1(iv) bound; it is tighter than (48)

when the variance of noise trading is small relative to the residual variance of the endowment

shock, which is where (50) can hold. Appendix B.5 gives a further condition for the least

informative equilibrium. Its value is to show that the complementarity holds on an open set

of economies and does not depend on uniqueness of the trading equilibrium: with several,

adoption is a complement at each stable one and a substitute at the unstable one, the reverse

of the pattern for payo� information in Manzano and Vives (2011). Uniqueness is needed

only from Section 6.4 on, to keep the multiplicity in the market for AI.

Parts (iii) and (iv) are the cross e�ects between the two kinds of information. Adoption

makes the price more informative and, by the Grossman�Stiglitz argument, lowers the value

of a payo� signal: adoption crowds out informed trading. A larger mass of informed investors

raises the value of AI in two ways. It raises the bound C, because the price then contains

more information about the payo� for the AI to uncover, which always raises the value of

AI; and it makes the price more informative at a given bound, which raises the value of AI

when (47) holds.

Figure 4 illustrates Proposition 4. The value of AI rises with adoption as long as (47)

holds, peaks where it holds with equality, and falls thereafter; the value of the payo� signal

falls throughout. The shaded regions mark the simpler su�cient condition that the AI user

alone be below the geometric-mean bound, τA ≤
√

τv(τv + C), which implies (47).
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Figure 4: Values of information along the adoption path. Solid: the value of the AI signal,
GA; dotted: the value of a perfectly precise AI signal to a single investor, given the equilibrium
of the economy; dash-dotted: the value of the payo� signal, GI . Shaded: adoption rates at
which the su�cient condition τA ≤

√
τv(τv + C) holds. The dot marks the maximum of GA,

at which (47) holds with equality. Parameters: α = 0.25, τv = τϵ = τu = 1, τν = 0.25; left
panel γ = 2, τξ = 20, τω = 100; right panel γ = 1, τξ = 4, τω = 16.

6.3 Why Payo� Information Cannot Generate the Complementar-

ity

By Section 6.1, payo� information can be a complement only where others' acquisition makes

the price less informative, that is, only at an unstable trading equilibrium. This is Manzano

and Vives (2011, Proposition 6) for a market in which investors learn privately from the price

through their endowments, as here, and it holds in the economy without AI as well.

Proposition 5 (Payo� information without AI). Without AI:

(i) At every stable trading equilibrium, the value of the payo� signal falls with the mass

of informed investors: acquiring payo� information is a strategic substitute. At an

unstable trading equilibrium, a larger mass of informed investors raises the relative price

impact of the endowment shock, which raises the value of the payo� signal, so that payo�

information can be a strategic complement there.

(ii) If 8γ2 > τϵτωτν
τu+τν

, the trading equilibrium is unique and stable for every mass of informed

investors, and for every distribution of acquisition costs there is a unique equilibrium in

the acquisition of payo� information.
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Proof. See Appendix B.6.

Part (i) is Proposition 6 of Manzano and Vives (2011): the signal acquired is the same, a

payo� signal, and so is the mechanism. In both models, the mass of informed investors a�ects

the value of the payo� signal only through the price, and a larger mass makes the price more

informative at a stable trading equilibrium and less informative at an unstable one, so that

the payo� signal is a substitute at the former and can be a complement only at the latter.

Because the signal is the same, the only di�erence between the two results is noise trading,

and it concerns the unstable case alone. In their model the sign is exactly reversed there.

Here, informed trading also lowers the relative price impact of noise trading, which makes

the price more informative at every equilibrium and lowers the value of the payo� signal;

at an unstable equilibrium this works against the e�ect through the endowment shock, and

the sign of the total e�ect is not determined. Panel (c) of Figure 5 illustrates part (i) for

parameters at which the trading stage without AI has three equilibria for a range of masses

of informed investors (Section 4.8): the value of the payo� signal rises with α only along the

middle, unstable branch.

What separates the AI signal from the payo� signal is the signal itself, not the equilibrium

at which it is acquired: the AI signal can reverse the sign of the �rst link. In Manzano and

Vives (2011), private learning from the price strengthens the complementarity in the use of

information, but it is not an object of acquisition: each investor receives her endowment for

free, and what she can buy is payo� information. With AI, the private-learning channel itself

becomes the object of acquisition. The proof of Proposition 4 follows theirs and di�ers in one

place, the sign of ∂GA

∂βu
, which is always negative for a payo� signal and positive under (47) for

the AI signal. Complementarity in acquisition therefore arises at stable trading equilibria,

including the unique one when the variance of noise trading is large enough. The economic

force has precedents. In Ganguli and Yang (2009, Section 5), traders can buy a signal about

supply together with a signal about the payo�; the supply signal helps them interpret the

price, and acquisition can be a complement. The setting di�ers from the one here: the AI

users are retail investors who acquire no information about the payo�, and the information

about supply that they obtain is pooled from the disclosures of investors like themselves and

covers only the endowment shock, not noise trading. In Farboodi and Veldkamp (2020), data
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about other investors' demand are worth more when prices are more informative, so that

demand analysis begets demand analysis. In Marmora and Rytchkov (2018), investors may

learn about noise rather than fundamentals, and such learning raises price informativeness.

What the present model adds is the separation of the two layers of complementarity: the

AI provides supply information only, noise trading bounds the complementarity in use, and

when the variance of noise trading is large enough the trading equilibrium is unique and

stable at every adoption rate while the complementarity in acquisition survives. None of the

ingredients the literature has relied on is needed: preferences are CARA, payo�s are normal,

there is a single fundamental and a single round of trading, and neither the cost nor the

precision of the AI signal depends on how many use it.

What depends on noise trading. Several results rest on the noise trading that nobody

observes, and it is useful to separate them from those that do not. Without noise trading

(τω → ∞), Φ in (28) is the constant
τu+τν+τξ
τu+τν

, so the value of AI rises with price infor-

mativeness at every stable trading equilibrium, and adoption is a complement there. The

complementarity itself therefore does not depend on noise trading. Three groups of results

do. First, the limit of the complementarity: the threshold b∗ in Proposition 4, the single-

peaked value of AI, the substitutability of a perfectly precise AI, and the possibility that

the high-adoption equilibrium of Proposition 6 is interior. Second, existence and uniqueness

at the trading stage: noise trading bounds the precision of price information at C, so that

a linear equilibrium exists for all parameters (Proposition 1(iii)) and is unique under (38);

without it, a linear equilibrium exists only for some parameters, and where it exists there

are generically two (Remark 1; Manzano and Vives, 2011), so that multiplicity in adoption

could not be separated from multiplicity at the trading stage. The same bound underlies

Proposition 2, because a precise AI user's trading on supply information stays close to the

bound whatever she expects. Third, the price e�ects on �ows that the AI does not observe:

Proposition 3(iii) concerns the price impact of noise trading.
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6.4 Self-Ful�lling Adoption

With a common cost c, an interior adoption rate λ∗ is an equilibrium if GA(λ
∗) = c, and it

is stable if GA crosses the cost from above: a few additional adopters lower the value of AI

below its cost, and they leave again.

Proposition 6 (Multiple adoption equilibria with a unique trading equilibrium). Suppose

that 8γ2 > ατϵτω, so that the trading equilibrium is unique and stable at every adoption rate,

and that (47) holds strictly in the economy without AI. Then maxλGA(λ) > GA(0), and

for every common cost c ∈
(
GA(0),maxλGA(λ)

)
there are at least three adoption equilibria:

no adoption, which is stable; an interior equilibrium λ1, which is unstable; and a stable

equilibrium λ2 ∈ (λ1, 1].

Proof. See Appendix B.7.

Intuition. In Grossman and Stiglitz (1980), the equilibrium fraction of informed investors is

unique because the value of information falls as more investors acquire it, so the value crosses

the cost once, from above; the same holds for payo� information here (Proposition 5). The

value of AI instead rises with adoption up to the peak of Proposition 4 and falls thereafter.

For a cost between the value of AI without adoption and its peak, it therefore crosses the

cost twice, from below at λ1 and from above at λ2, and no adoption is an equilibrium as well,

because the value of AI is below its cost when nobody uses it. The equilibria are self-ful�lling

expectations about the price. If investors expect few others to adopt, they expect a price

that contains little information about the payo�; interpreting such a price better is not worth

the cost of AI, so few adopt, and the price is indeed uninformative. If they expect many

others to adopt, they expect an informative price; interpreting it better is worth the cost,

so many adopt, and the price is indeed informative. The multiplicity is in the market for

AI, not in the asset market: under the condition of the proposition, the asset market has a

unique equilibrium at each adoption rate. The structure is that of a participation game, as

in Allen and Gale (1994), in which entering a market is worthwhile when others enter; here

using a shared technology is worthwhile when others use it, because their use makes the price

worth interpreting. Endogenous participation can also a�ect what the price aggregates more
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directly (Lauermann and Wolinsky, 2022); here adoption changes what the price contains

only through investors' trading.
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Figure 5: Equilibria in the market for information. Panels (a) and (b) use the parameters of
the left panel of Figure 4. (a) Value of AI and two common costs; �lled dots are stable adoption
equilibria and hollow dots unstable ones. (b) Idiosyncratic normal costs with three levels of
dispersion; adoption equilibria are the intersections with the diagonal. (c) The parameters of
Figure 2 without AI: the value of the payo� signal along the branches of trading equilibria as
the mass of informed investors varies.

Panel (a) of Figure 5 illustrates Proposition 6. Panel (b) illustrates idiosyncratic costs.

With little dispersion, the three equilibria survive. With enough dispersion, the fraction

of adopters Fc(GA(λ)) rises less than one for one with the adoption rate, heterogeneity

dominates the complementarity, and the equilibrium is unique. Heterogeneity in costs stands

in for any heterogeneity in how investors value a given gain in precision, including di�erences

in risk preferences, which are substantial across investors (Rieger, Wang, and Hens, 2015).

6.5 Conditions for the Complementarity

Three conditions are needed for the complementarity in adoption, and each has a clear

interpretation.

An AI of intermediate precision. A perfectly precise AI gives its user price information

of the maximal precision C whatever others do, so others' adoption cannot improve what she

knows. It does improve what non-users know, because it makes the price more informative.

The value of a perfectly precise AI therefore falls with adoption (dotted lines in Figure 4),

and adoption is a substitute. A very imprecise AI, at the other end, adds little whatever the
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price reveals, so its value changes little with adoption. In between, the threshold b∗ in (45)

rises with the precision of the AI signal, so the condition for complementarity becomes harder

to satisfy as the AI becomes more precise. Together with Proposition 2, this gives a simple

picture of technological progress. An AI of intermediate precision, good enough to matter

but not good enough to make its users independent of what the price reveals, is the one

whose value depends on how many others use it, and it can create multiplicity in adoption.

As the AI becomes more precise, it removes multiplicity at the trading stage (Proposition 2)

and eventually also the complementarity in adoption. What remains is the ampli�cation of

Section 5: a more informative market in which the �ows that the AI does not observe move

prices more.

A price far from its maximal precision. By Proposition 4, the complementarity needs

the variance of noise trading to be small enough that the bound is high, but, under the

maintained condition, not so small that the trading stage itself has several equilibria. By

(50), the complementarity is also easier to guarantee when the variance of the endowment

shock is large and own endowments are imprecise signals of it, so that τu+τν is small, because

the price without AI is then particularly uninformative.

Informed trading that does not adjust fully. By Proposition 4(iii), adoption lowers

the value of becoming informed. If informed investors exit as AI spreads, the bound β2
ωτω

falls and the complementarity weakens.

7 Empirical Implications

The model is motivated by retail-facing AI tools, and its objects map into brokerage and

market data. The cleanest sources of variation in adoption are the events described in

Section 2: the staggered opening of brokerage platforms to AI assistants, changes in their

pricing, free trials, default placement of the assistant in the trading application, and outages

of the assistants themselves. Retail order imbalances can be measured from trade data

(Boehmer, Jones, Zhang, and Zhang, 2021) or from broker records, and price impact at the

order level with the methods of Hautsch and Huang (2012). Inferring informed trading from
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order �ow is delicate (Aktas, de Bodt, Declerck, and Van Oppens, 2007; Collin-Dufresne and

Fos, 2015), which is why the predictions below are stated in terms of ratios of price responses

rather than levels.

Prediction 1: Price impact of the order �ow of AI users. Where adoption is higher,

a retail order imbalance unrelated to fundamentals moves the price less relative to the price

response to news, and typically also in absolute terms, so the subsequent reversal is smaller.

This applies to the �ow of investors whose positions the service observes.

Prediction 2: Price impact of other �ows. Adoption raises the price impact of �ows

that do not pass through the service, such as �ow-induced trading by mutual funds or index

reconstitution trades, in the same proportion as it raises the price response to fundamental

news. The ratio of the two is una�ected by adoption (Proposition 3(iii)), whereas more

informed trading lowers it. The prediction therefore separates AI adoption from an increase

in informed trading, and index-rebalancing events, which are large and predictable non-

platform �ows, o�er a natural laboratory.

Prediction 3: Price informativeness. Adoption raises price informativeness, measured

by the ability of prices to forecast future cash �ows (Bai, Philippon, and Savov, 2016), and

raises the share of nonfundamental volatility explained by �ows outside the service. This

di�ers from a prediction about total volatility: the price impact of platform �ow can fall

while fundamental-news sensitivity rises.

Prediction 4: Complementarity in adoption. The value of the service to an investor,

measured by willingness to pay, retention after free trials, or usage intensity, can rise with

adoption by other investors in the same securities. The e�ect is stronger in securities whose

prices are dominated by the order �ow of the service's users rather than by other �ows, and

it �attens or reverses when adoption is widespread.

Prediction 5: Discrete changes in adoption. Common shocks to the cost or quality

of AI services, such as fee changes, outages, or restrictions on the use of users' conversations,
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produce large and discontinuous changes in adoption. Such changes come with discrete

changes in the price impacts and informativeness of Predictions 1 to 3. The outage evidence

in He (2026, Section 4.4), in which retail order �ow is less correlated and carries a lower price

impact during unexpected ChatGPT outages, is a �rst look at this margin.

Prediction 6: Crowding out of informed trading. Adoption lowers the value of funda-

mental information. Over horizons long enough for informed capital to adjust, high adoption

is associated with less fundamental research, for instance less analyst coverage or lower own-

ership by active funds, and the complementarity in adoption weakens.

Two cautions follow from the model. First, higher price informativeness is not evidence

that exposure to nonfundamental shocks has fallen; the two move in opposite directions

for �ows that bypass the AI. Second, the fragility that AI creates here does not originate

in the technology's errors, which are user-speci�c and diversify away, but in the market's

greater reliance on its price. Empirical tests should therefore examine how the price impact

of non-platform �ow changes with adoption, not only adoption rates.

8 Policy Implications

The analysis carries several implications for the regulation of AI services in retail investing.

A �rst implication concerns the object of supervision. The concern of �nancial-stability

authorities is that many investors who rely on the same tool act alike (Section 2). In the

model, this correlated behavior is not a shared error, and it does not disappear when the

technology improves. It is the rational response of many investors to the same improvement

in their interpretation of the price, and its e�ect on the market is twofold: prices become

more informative, and the price impact of the �ows that the AI does not observe rises in

the same proportion as the price response to fundamentals. Supervisors who monitor price

informativeness alone will therefore see an improvement where exposure to nonfundamental

shocks has risen. The relevant statistic is the price impact of �ows that bypass the AI,

such as index rebalancing or �ow-induced trading by funds, relative to the price response to

fundamental news.
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A second implication concerns the use of investors' data. The value of the AI service

rests on its ability to pool what its users disclose. Restrictions on the retention or pooling

of conversations, of the kind that privacy rules and the training policies of providers govern

(Section 2), lower the precision of the AI signal. Because adoption has multiple equilibria,

a modest restriction can have a large e�ect: if it moves the value of AI below the level that

sustains the high-adoption equilibrium, adoption collapses and price informativeness falls

discretely. The same applies to outages and to losses of trust in the service. A restriction

that lowers the precision of the AI signal also works in the opposite direction at the trading

stage: by Proposition 2, a precise AI held by enough investors removes multiplicity there, so

making the AI less precise can reintroduce it in markets where the variance of noise trading

is small.

A third implication concerns the pricing and placement of AI services by brokers. Because

adoption is a coordination game, free access, default placement in the trading application, and

integration into the order �ow are instruments for selecting the high-adoption equilibrium.

Brokers who o�er such services have an incentive to use them, and the resulting adoption

raises price informativeness. The model does not provide a welfare ranking of the equilib-

ria, because it has no real decision that depends on the price; the trade-o� between more

informative prices and a larger exposure to unobserved �ows is left to future work (Section 9).

Finally, the distinction between the �ows that the AI observes and those that it does not

suggests that the fragility identi�ed here is more pronounced when adoption is concentrated

in a few services and when a large share of order �ow originates outside them. Several

providers with user-speci�c errors do not change the uniqueness of the trading equilibrium,

but a common error across users would, and the concentration of retail investors on a small

number of models is the natural setting for such errors.

9 Limitations and Future Research

The model abstracts from several features of the environment it describes. The AI service

makes no error that is common to its users. If the service's assessment of the endowment

shock carried a common error, AI users would trade on it, it would enter aggregate demand
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in proportion to the mass of AI users, and the price would load on a fourth shock that only AI

users can learn about. The AI would then be a source of nonfundamental shocks in its own

right, which is the concern that the literature on technological monocultures raises, from

crowding among algorithmic traders that use the same signals (Kozhan and Tham, 2012)

to the systemic cost of institutions becoming alike (Wagner, 2010, 2011; Financial Stability

Board, 2024), and the market's exposure to this shock would rise with adoption. The present

results isolate the part of the fragility that survives when the technology makes no common

error: it originates in the market's greater reliance on its price, not in errors of the technology.

The extension to common errors is the natural route to studying technological monocultures.

The model stops at prices. The natural extension adds a �rm or capital provider that

observes p and makes a real decision, as in Goldstein, Ozdenoren, and Yuan (2013) and

the literature on the real e�ects of prices. The ampli�ed price impact of unseen �ow would

then distort a real allocation, and Proposition 3(iii) would acquire a welfare interpretation it

lacks here. A full welfare treatment would weigh informed investors' rents, retail investors'

certainty equivalents, adoption costs, and any real e�ects of price informativeness.

The analysis is static. Adoption is decided once, before trading, and the AI signal is

drawn once. In practice adoption spreads over time, users accumulate experience with the

service, and the service accumulates data. A dynamic version of the model would allow the

trading complementarity and the adoption complementarity to interact over time.

Despite these limitations, the central mechanism, that information about supply multi-

plies the precision of price information and thereby makes the acquisition of such information

a strategic complement at stable trading equilibria, depends on none of them.

10 Conclusion

When public information is already re�ected in prices, an AI that learns only from public

data cannot tell investors anything about fundamentals beyond what the price re�ects. An

AI service with many users can learn something else: from what its users disclose about

their own positions, it learns the part of supply that is unrelated to fundamentals, which

is precisely what keeps the price from revealing them. This paper studies the value of such
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signals, the incentives to acquire them, and their e�ects on prices.

The analysis can be summarized in terms of precisions. The price is a signal of the payo�

with precision τp; an investor who uses her endowment to remove part of the supply noise

interprets it with precision τp + τ2; an AI user removes more of the noise and interprets it

with precision τp + τA2 , a multiple of the former. The AI is not a second forecast of the

payo�. It is a technology for recovering information that is already in the price but obscured

by supply. Three results follow. First, the value of such a technology can rise with price

informativeness, because its multiplier applies to a larger base, until the price approaches

the bound that noise trading sets. Second, since others' adoption makes the price more

informative, the acquisition of AI signals can be a strategic complement at stable trading

equilibria, where in the same model information about the payo� is a substitute, and the

market for AI can have multiple stable equilibria even when the asset market has a unique

one. Small changes in the cost or quality of AI, or in what investors expect of each other,

then move adoption, price informativeness, and the price impact of order �ow discretely.

The broader implication is that an information technology in �nancial markets should be

evaluated not only by the accuracy of its standalone predictions, but by the precision that it

recovers from market signals and by how much it raises the market's exposure to the �ows

that nobody observes.
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A Notation

B Derivations and Proofs

B.1 Proof of Proposition 1

Market clearing and coe�cient matching (parts i�ii). The argument is simplest if

we separate the precision of price information from the mass of each investor type. Put

m = (1− α)λ, PU = τp + τ2, PA = τp + τA2 , θU =
τν

τu + τν
, θA =

τν + τξ
τu + τν + τξ

,

and de�ne the aggregate price-information precision and the aggregate supply-information

response by

B = (1−m)PU +mPA, H = (1−m)θUPU +mθAPA.

The mass of informed investors is included in the weight 1 −m because they use the same

supply information as non-users. Informed investors' payo� signals contribute ατϵv to aggre-

gate demand. Idiosyncratic errors average out. Using the individual demands in Section 4

and the identities (23) and (30), we obtain

γ

∫ 1

0

xi di =

(
B

Av

− τv − ατϵ −B

)
p+ ατϵv − (γ − β−1

u H)u. (51)

Clearing the market,
∫
xi di = ω, gives

p =
ατϵv − (γ − β−1

u H)u− γω

τv + ατϵ +B −B/Av

. (52)

Matching the coe�cient on v with the conjectured linear price yields Av(τv +ατϵ+B)−B =

ατϵ, hence

Av =
ατϵ +B

τv + ατϵ +B
∈ (0, 1). (53)

The denominator in (52) is therefore ατϵ/Av > 0. Taking ratios of its remaining coe�cients

gives

βω =
ατϵ
γ

, β−1
u =

γ − β−1
u H

ατϵ
. (54)
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Symbol Meaning

v, τv Payo� of the risky asset and its prior precision
u, τu Aggregate endowment shock and its precision
ui = u+ νi, τν Investor i's endowment and the precision of its idiosyncratic com-

ponent
ω, τω Supply of noise traders and its precision
si = v + ϵi, τϵ Payo� signal of an informed investor and its precision
ri = u+ ξi, τξ AI signal and its precision
α; λ Mass of informed investors; adoption rate among retail investors
γ Coe�cient of absolute risk aversion
Av, Au, Aω Price response to the payo� and price impacts of the endowment

shock and of noise trading
β−1
u , β−1

ω Price impacts of the endowment shock and of noise trading relative
to the response to the payo�

τp Price informativeness: precision of the price as a signal of the
payo�

τp + τ2, τp + τA2 Precision of the price information of an investor without AI and of
an AI user

Φ Factor by which the AI multiplies the precision of price informa-
tion, (28)

β2
ωτω Ceiling on these precisions, attained by an investor who knows u

τU , τA, τI Posterior precisions of a retail investor without AI, an AI user, and
an informed investor

K Market's average posterior precision beyond the prior; Av =
K/(τv +K)

fλ Aggregate best response
GA, GI Certainty-equivalent values of the AI signal and of the payo� signal
z1, z2i, zA2i Independent signals of the payo� derived from the price and the

supply signal
ζp, ζ2i, ζA2i Errors of these signals; ζp is the price noise
δu Weight on the supply signal that makes z2i independent of z1
uAi = u+ νAi Combined supply signal of an AI user and its noise
ρ2 Share of the price noise explained by an investor's supply informa-

tion
Appendix only

DA, DI Derivatives with respect to the mass of AI users and of informed
investors, holding the other �xed
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The latter identity is equivalently

β−1
u

(
ατϵ +H

)
= γ, (55)

or, using the de�nition of H,

βu = fλ(βu) =
1

γ
[ατϵ + (1−m)θUPU +mθAPA] . (56)

Substitute PU and PA from (19) and (26), with βω = ατϵ/γ. This is precisely the �xed-point

equation (33). It also proves the price-coe�cient formulas (35).

For existence and uniqueness it is useful to set b = β−1
u and D = γ2/(α2τ 2ϵ τω). Then (55)

becomes the single scalar equation

ατϵb+ (1−m)
τνb

b2 +D(τu + τν)
+m

(τν + τξ)b

b2 +D(τu + τν + τξ)︸ ︷︷ ︸
hλ(b)

= γ. (57)

Existence and bounds (part iii). The continuous function hλ has hλ(0) = 0 and hλ(b) ≥

ατϵb → ∞ as b → ∞, so it attains γ at some b > 0. It cannot attain γ at b ≤ 0, where every

term is nonpositive. At any positive solution both fractions are strictly positive, so

0 < b <
γ

ατϵ
= β−1

ω .

In terms of the best response, this is the existence argument of Manzano and Vives (2011):

fλ(0) =
ατϵ
γ

> 0 and, since PU , PA < D−1, fλ is bounded, so fλ(β)− β < 0 for large β.

Uniqueness (part iv). The two conditions mirror Proposition 3 of Manzano and Vives

(2011). Their �rst condition, strategic substitutability f ′ < 0, has no counterpart here:

by (59) below, f ′
λ > 0 at every conjecture, because informed investors' payo� signals have

independent errors, so that the weight they put on them does not depend on the price; this

is the case ρ = 0 in their notation. Their second condition bounds the slope of the best

response by its maximum over conjectures, and its counterpart is (36). Writing TU = τu + τν

and TA = τu + τν + τξ, (19) and (26) give θkPk =
τskβ

2
u

1+DTkβ2
u
with τ sU = τν and τ sA = τν + τξ, so

66



that di�erentiating (56) gives

f ′
λ(βu) =

2

γ
[(1−m)τν gU(βu) +m(τν + τξ) gA(βu)] , gk(β) ≡

β

(1 +DTkβ2)2
.

Since g′k(β) = 1−3DTkβ
2

(1+DTkβ2)3
, gk attains its maximum 9

16
√
3DTk

at β = 1√
3DTk

. Hence, for every

β > 0,

f ′
λ(β) ≤

9

8
√
3 γ

√
D

[
(1−m)

τν√
TU

+m
τν + τξ√

TA

]
,

and since 1
γ
√
D

=
ατϵ

√
τω

γ2 , the right-hand side is below one if and only if (36) holds. Then

fλ(β)− β is strictly decreasing, from ατϵ
γ

> 0 to −∞, so it vanishes exactly once, at a point

where f ′
λ < 1.

For (37), note that for x, y > 0,

d

db

xb

b2 + y
=

x(y − b2)

(b2 + y)2
≥ − x

8y
,

with equality only at b2 = 3y. Consequently

h′
λ(b) ≥ ατϵ −

α2τ 2ϵ τω
8γ2

[
(1−m)

τν
τu + τν

+m
τν + τξ

τu + τν + τξ

]
.

Condition (37) makes this bound nonnegative. Even at equality, the derivative vanishes only

at isolated points, so hλ is strictly increasing and the equilibrium unique. Each fraction in

brackets is less than one, giving (38) as the uniform su�cient condition.

Stability and comparative statics. Di�erentiation of (19) and (26) yields

∂PU

∂βu

=
2β−3

u P 2
U

τu + τν
,

∂PA

∂βu

=
2β−3

u P 2
A

τu + τν + τξ
,

∂PU

∂βω

=
2β−3

ω P 2
U

τω
,

∂PA

∂βω

=
2β−3

ω P 2
A

τω
. (58)

Thus the slope of (56) is

f ′
λ(βu) =

2β−3
u

γ

[
(1−m)

τνP
2
U

(τu + τν)2
+m

(τν + τξ)P
2
A

(τu + τν + τξ)2

]
> 0. (59)
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Since hλ(b) = γbfλ(1/b), at any equilibrium

h′
λ(b) = γβu

(
1− f ′

λ(βu)
)
. (60)

A strictly positive derivative of hλ therefore implies the stability criterion f ′
λ < 1. Under

(36) or the strict version of (37) the implicit function theorem also makes b, and hence βu,

di�erentiable in λ. □

Number of equilibria in general. Clearing the denominators in (57) gives a polynomial

of degree �ve in β−1
u :

ατϵβ
−5
u − γβ−4

u +

[
τν + (1− α)λτξ +

(2τu + 2τν + τξ)γ
2

ατϵτω

]
β−3
u

− (2τu + 2τν + τξ)γ
3

α2τ 2ϵ τω
β−2
u

+

[
(τu + τν)(τu + τν + τξ)γ

4

α3τ 3ϵ τ
2
ω

+
γ2 (τν(τu + τν + τξ) + (1− α)λτuτξ)

α2τ 2ϵ τω

]
β−1
u

− (τu + τν)(τu + τν + τξ)γ
5

α4τ 4ϵ τ
2
ω

= 0. (61)

The coe�cients alternate in sign, so by Descartes' rule of signs the polynomial has �ve, three,

or one positive roots, counting multiplicity. Replacing β−1
u by −β−1

u makes all coe�cients

negative, so there is no negative root. Every positive root solves (57), because the factors

cleared are positive. The polynomial of Manzano and Vives (2011) is also of degree �ve,

but has at most three positive roots (their Proposition 1). Here �ve can occur: investors

with and without AI trade on supply information of di�erent precision, so their purchases

against the endowment shock peak at di�erent price impacts, and hλ can have two local

maxima. In terms of the best-response map, uniqueness requires that fλ cross the diagonal

only once. If f ′
λ(βu) > 1 at some equilibrium, fλ crosses the diagonal from below there, and

since fλ(0) =
ατϵ
γ

> 0 and fλ is bounded, it must also cross from above at a smaller and at

a larger βu, so that there are at least three equilibria. Conversely, apart from tangencies,

which occur only at isolated parameter values, several equilibria require one at which f ′
λ > 1.
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Without AI, the factor β−2
u +

(τu+τν+τξ)γ
2

α2τ2ϵ τω
cancels, and the equilibrium solves the cubic

ατϵβ
−3
u − γβ−2

u +

[
τν +

γ2(τu + τν)

ατϵτω

]
β−1
u − γ3(τu + τν)

α2τ 2ϵ τω
= 0. (62)

which has one or three positive roots and no negative root, as in Manzano and Vives (2011);

with three, the extreme ones are stable and the middle one is unstable.

B.2 Proof of Proposition 2

Write b = β−1
u , m = (1−α)λ, C = α2τ 2ϵ τω/γ

2 = D−1, b̄ = γ/(ατϵ), and yU = (τu+ τν)/C and

yA = (τu + τν + τξ)/C for the constants in the denominators of (57). By Proposition 1(iii),

every equilibrium lies in (0, b̄), and hλ(b̄) > γ.

(i) The proof mirrors that of Corollary 9 in Manzano and Vives (2011): it asks when h′
λ

can vanish, which by (60) is when f ′
λ = 1 at an equilibrium. With τξ = ∞, PA = C and

θA = 1, so

hλ(b) = (ατϵ +mC) b+
(1−m)τν b

b2 + yU
, h′

λ(b) = ατϵ +mC +
(1−m)τν (yU − b2)

(b2 + yU)2
.

With z = b2 and a ≡ ατϵ +mC, h′
λ(b) = 0 if and only if

az2 +
[
2ayU − (1−m)τν

]
z + ay2U + (1−m)τνyU = 0,

a quadratic in z with discriminant (1 −m)τν
[
(1 −m)τν − 8ayU

]
. The discriminant is non-

positive if and only if

(1−m)
τν

τu + τν
≤ 8

(
m+

γ2

ατϵτω

)
,

which is (40). Then h′
λ ≥ 0 everywhere, with at most one zero, so hλ is strictly increasing

from hλ(0) = 0 and equals γ exactly once. The threshold in (40) is below τν/(τu+τν)
8+τν/(τu+τν)

< 1
9
.

(ii) The proof shows that hλ is strictly increasing on (0, b̄]. The condition on τξ reads

yA ≥ 3b̄2. The derivative of the AI users' term, x(yA−b2)
(b2+yA)2

with x ≡ m(τν+τξ), is decreasing in b
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for b2 < 3yA, so on (0, b̄] it is at least its value at b2 = yA
3
, which is 3x

8yA
. Since

τν+τξ
τu+τν+τξ

≥ τν
τu+τν

,

3x

8yA
=

3

8
m

τν + τξ
τu + τν + τξ

C ≥ 3m
τν

τu + τν

C

8
.

The derivative of the term of investors without AI is at least −(1 −m) τν
τu+τν

C
8
by the proof

of part (iv) of Proposition 1. Hence, on (0, b̄],

h′
λ(b) ≥ ατϵ +

τν
τu + τν

C

8

[
4m− 1

]
,

which is positive if and only if (41) holds. Then hλ is strictly increasing on (0, b̄] and exceeds

γ at b̄, so it equals γ exactly once. The threshold in (41) is below 1
4
. □

B.3 Proof of Proposition 3

The proof follows that of Proposition 4 in Manzano and Vives (2011): fλ is strictly increasing

in λ, so at a regular equilibrium the sign of dβu

dλ
is that of 1 − f ′

λ(βu). Under 8γ2 > ατϵτω,

f ′
λ(βu) < 1 at the unique equilibrium for every adoption rate (Appendix B.1).

(i) At a �xed βu, a unit increase in λ moves a mass 1 − α of investors from the group

without AI to the AI users. By (56),

∂fλ
∂λ

=
1− α

γ

[
τν + τξ

τu + τν + τξ

(
τp + τA2

)
− τν

τu + τν
(τp + τ2)

]
> 0,

since
τν+τξ

τu+τν+τξ
> τν

τu+τν
and τp + τA2 > τp + τ2. By the implicit function theorem applied to

βu = fλ(βu),
dβu

dλ
=

∂fλ/∂λ

1− f ′
λ(βu)

, (63)

which is positive at a stable equilibrium and negative at an unstable one, and dβ−1
u

dλ
= −β−2

u
dβu

dλ

has the opposite sign. By (16), τp rises with βu and does not depend on λ otherwise.

(ii) By (53), Av = 1 − τv
τv+ατϵ+τp+τ2+(1−α)λ(τA2 −τ2)

, so a change in the market's aggregate

signal precision ατϵ + τp + τ2 + (1 − α)λ(τA2 − τ2) changes Av by (1−Av)2

τv
times that change.
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Adoption changes the aggregate signal precision directly and through βu:

dAv

dλ
=

(1− Av)
2

τv

{
(1− α)

(
τA2 − τ2

)︸ ︷︷ ︸
composition

+

[(
1− (1− α)λ

)∂(τp + τ2)

∂βu

+ (1− α)λ
∂(τp + τA2 )

∂βu

]
dβu

dλ︸ ︷︷ ︸
informativeness

}
. (64)

At a stable equilibrium both terms are positive by (58) and (63), and Av < 1 by (53).

(iii) follows from Aω = γAv

ατϵ
. Since Au = Avβ

−1
u , the price impact of the endowment shock

falls, dAu

dλ
< 0, if and only if d lnβu

dλ
> d lnAv

dλ
, which is not implied by (i) and (ii) in general.

(iv) Write DI for the derivative with respect to the mass of informed investors that holds

the mass of AI users m = (1 − α)λ �xed, DI = d
dα

+ λ
1−α

d
dλ
; it turns a unit mass of retail

investors without AI into informed investors and raises βω = ατϵ
γ

by τϵ
γ
. At a �xed βu, by (56)

and (58),

DIfλ =
1

γ

[
τϵ +

τϵ
γ

(
(1−m)θU

∂PU

∂βω

+mθA
∂PA

∂βω

)]
> 0,

and ∂fλ
∂γ

< 0, because 1
γ
and, through βω, PU and PA fall with γ. By the implicit function

theorem, DIβu = DIfλ
1−f ′

λ(βu)
and dβu

dγ
= ∂fλ/∂γ

1−f ′
λ(βu)

, so at a stable equilibrium βu rises with the

mass of informed investors and falls with γ. Since τp =
[
β−2
u

τu
+ γ2

α2τ2ϵ τω

]−1
rises with βu and

with α and falls with γ, the claim follows. □

Nonfundamental variance and pricing error. The price variance due to the supply

shocks is A2
u

τu
+ A2

ω

τω
= A2

v

τp
, and the share of noise trading in it is τp

β2
ωτω

, which rises with

adoption. Since v − p = (1− Av)v − Avζp,

Var(v − p) =
(1− Av)

2

τv
+

A2
v

τp
=

τv +K2/τp
(τv +K)2

.

Along any smooth change of parameters, the pricing error falls if and only if

d ln τp > c d lnK, c ≡ 2τv(K − τp)

K(τv +K)
∈ (0, 2),
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where c > 0 because K > τp and c < 2 because K2 + τvτp > 0. The pricing error therefore

falls with adoption whenever informativeness grows faster than a fraction c of the market's

average precision.

B.4 Values of Information

Derivation of (11). Conditional on (Ii, p), an investor whose posterior is N (µi, τ
−1
i ) and

who buys (15) attains the certainty equivalent

uip+
τi
2γ

(µi − p)2, (65)

that is, conditional expected utility − exp
(
−γuip − 1

2
τi(µi − p)2

)
. Let τi ∈ {τA, τI} be the

posterior precision with the additional signal. Conditional on (p, ui), µi − p is normal with

mean E[v | p, ui]− p and variance τ−1
U − τ−1

i . For X ∼ N (m, s2),

E
[
exp(−1

2
τiX

2)
]
= (1 + τis

2)−1/2 exp
(
− τim

2

2(1 + τis2)

)
,

and here 1 + τis
2 = τi

τU
. The exponent therefore equals −1

2
τUm

2, the exponent without the

signal. Because uip is known given (p, ui), expected utility with the additional signal is(
τU
τi

)1/2
times expected utility without it, for every realization of (p, ui), as in Corollary 5 of

Manzano and Vives (2011). A certainty-equivalent cost c multiplies expected utility by eγc,

so the investor is indi�erent at c = 1
2γ

ln τi
τU
. Integrating over (p, ui) gives the same ratio ex

ante whenever ex-ante expected utility is �nite. □

By (19) and (26), with β−2
ω

τω
= γ2

α2τ2ϵ τω
,

GA =
1

2γ
ln

τv + [β−2
u /(τu + τν + τξ) + γ2/(α2τ 2ϵ τω)]

−1

τv + [β−2
u /(τu + τν) + γ2/(α2τ 2ϵ τω)]

−1 ,

GI =
1

2γ
ln

(
1 +

τϵ

τv + [β−2
u /(τu + τν) + γ2/(α2τ 2ϵ τω)]

−1

)
. (66)

Other investors' choices a�ect the values only through the two price ratios βu and βω = ατϵ
γ
.

Lemma 1 (Price informativeness and the value of information). Holding the other price ratio

�xed:
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(i) The value of the payo� signal falls with both price ratios:

∂GI

∂βu

= −β−3
u

γ

τϵ(τp + τ2)
2

(τu + τν)τUτI
< 0,

∂GI

∂βω

= −β−3
ω

γτω

τϵ(τp + τ2)
2

τUτI
< 0.

(ii) The value of the AI signal changes with βu by

∂GA

∂βu

=
β−3
u

γ

[
(τp + τA2 )

2

(τu + τν + τξ)τA
− (τp + τ2)

2

(τu + τν)τU

]
. (67)

It is positive if and only if τAτU < τv(τv + β2
ωτω), which is (47).

(iii) The value of the AI signal rises with βω:

∂GA

∂βω

=
β−3
ω

γτω

[
(τp + τA2 )

2

τA
− (τp + τ2)

2

τU

]
> 0.

Proof. The derivative formulas follow directly from (11) and (58). Part (i) uses ∂GI/∂τU =

−τϵ/(2γτUτI). For part (iii), put PU = τp + τ2 and PA = τp + τA2 . Because PA > PU and

P 7→ P 2/(τv + P ) is increasing, the displayed derivative is positive.

For part (ii), let C = β2
ωτω and de�ne

ϕ(P ) =
P (1− P/C)

τv + P
.

Writing TU = τu+ τν and TA = τu+ τν + τξ, the identity β−2
u Pk/Tk = 1−Pk/C for k ∈ {U,A}

makes the sign of ∂GA/∂βu the sign of ϕ(PA)− ϕ(PU). A direct subtraction gives

ϕ(PA)− ϕ(PU) =
(PA − PU)[τvC − τv(PA + PU)− PAPU ]

C(τv + PA)(τv + PU)
.

As PA > PU , this di�erence is positive exactly when (τv + PA)(τv + PU) < τv(τv + C), or

equivalently τAτU < τv(τv + C).

73



B.5 Proof of Proposition 4

The argument is that of Proposition 6 in Manzano and Vives (2011): by (11), the value of

a signal depends on others' acquisition only through the price ratios, so its derivative is the

derivative of the value with respect to the price ratio, from Lemma 1, times the comparative

static of the trading equilibrium, whose sign is that of 1 − f ′
λ(βu) by the implicit function

theorem. Parts (i) and (ii) concern any regular trading equilibrium, f ′
λ(βu) ̸= 1; parts (iii)

and (iv) assume a stable one, f ′
λ(βu) < 1, which under 8γ2 > ατϵτω is the unique equilibrium.

DI is the derivative with respect to the mass of informed investors at a �xed mass of AI

users, as in Appendix B.3.

E�ect of others' acquisition on the price. Adoption raises βu by (63) and leaves βω

unchanged. Turning investors without AI into informed investors raises βω by DIβω = τϵ
γ
.

At a �xed βu, it raises ατϵ in (56) by τϵ, and it raises τp+ τ2 and τp+ τA2 through βω, by (58):

∂(τp + τ2)

∂βω

τϵ
γ

=
2γ2(τp + τ2)

2

α3τ 2ϵ τω
,

and similarly for AI users. The masses of investors with and without AI are unchanged. By

the implicit function theorem,

DIβu =
1

γ
(
1− f ′

λ(βu)
)[τϵ

+
2γ2

α3τ 2ϵ τω

((
1− (1− α)λ

)τν(τp + τ2)
2

τu + τν
+ (1− α)λ

(τν + τξ)(τp + τA2 )
2

τu + τν + τξ

)]
> 0. (68)

The value of the payo� signal (part iii). By Lemma 1(i),

dGI

dλ
=

∂GI

∂βu

dβu

dλ
< 0, DIGI =

∂GI

∂βu

DIβu +
∂GI

∂βω

τϵ
γ

< 0.

The value of the AI signal (part i). By the chain rule and (63),

dGA

dλ
=

∂GA

∂βu

dβu

dλ
=

∂GA

∂βu

∂fλ/∂λ

1− f ′
λ(βu)

,
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with ∂fλ
∂λ

> 0, so at a stable equilibrium the sign is that of ∂GA

∂βu
and at an unstable one it

is reversed. Lemma 1(ii) gives (47) as an exact characterization. For (46), write x = β−2
u ,

T = τu + τν , and S = τu + τν + τξ, so that by (19) and (26) PU = CT
Cx+T

and PA = CS
Cx+S

.

Substituting into τAτU = τv(τv + C) and clearing denominators, the terms in τ 2v and in

τvCx(S+T ) cancel, leaving τvC
2x2 = TS(τv +C), so the knife edge is x∗ = 1

C

√
TS

(
1 + C

τv

)
,

that is, β−1
u = b∗. Since τAτU decreases in β−1

u , (47) holds if and only if β−1
u > b∗; no bounding

inequality is used, so (47) and (46) are the same condition.

The bound on the price ratio and the global condition (part ii). Write κ ≡ ατϵτω
γ2 =

C
ατϵ

. In (33), each supply term is C
γ
wkΨk

Pk

C
with wU = 1− (1−α)λ, wA = (1−α)λ, Ψk < 1,

and Pk

C
< 1 at every �nite βu, so

fλ(β) < βω +
C

γ
(wUΨU + wAΨA) ≤ βω +

C

γ
= β̄

for every β, and every �xed point satis�es βu < β̄. (The sharper bound with the weights

kept, β̄λ = βω[1 + κ(wUΨU + wAΨA)], is increasing in λ, so its value at λ = 1 covers every

adoption rate.) Then β−1
u > β̄−1 = γ

ατϵ+C
, and β̄−1 > b∗ is equivalent to

γ2C

(ατϵ + C)2
>

√
TS

(
1 +

C

τv

)
;

since γ2C
(ατϵ)2

= τω and ατϵ + C = ατϵ(1 + κ), this is (50), and β̄ = βω(1 + κ) is (48).

The second bound uses the market-clearing condition (57) in b = β−1
u , with yU = T

C
and

yA = S
C
. For x, y > 0, xb

b2+y
≤ x

2
√
y
, with equality at b2 = y; this is the peak of the hump

whose slope the proof of Proposition 1(iv) bounds. Hence

γ = hλ(b) ≤ ατϵb+

√
C

2

[
wU

τν√
T

+ wA
τν + τξ√

S

]
,

and since
√
C

2ατϵ
= γ

ατϵ

ατϵ
√
τω

2γ2 , every equilibrium satis�es

b ≥ γ

ατϵ

(
1− χλ

2

)
,
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which is the stated bound on βu when χλ < 2; (36) is χλ < 8
3
√
3
< 2. The bracket in (49)

increases in λ, because
τν+τξ√

S
> τν√

T
, so χλ ≤ χ1. By the same algebra as for β̄, γ

ατϵ

(
1− χ1

2

)
> b∗

is (50) with
(
1− χ1

2

)−2
in place of (1 + κ)2.

Under either condition, (46) holds at every �xed point of fλ for every λ, and part (i) gives

the signs at stable and unstable equilibria. For nonemptiness, �x κ and set γ2 = ατϵτω
κ

, so

that C = ατϵκ is �xed; the right-hand side of (50) is then a constant and the left-hand side is

proportional to τω, so the condition holds for all τω above the stated value. Since both sides

are continuous in the parameters, the set is open, and κ < 8 can be imposed throughout.

Cross e�ect of informed investors (part iv). By the chain rule,

DIGA =
∂GA

∂βu

DIβu +
∂GA

∂βω

τϵ
γ
.

The second term is positive by Lemma 1(iii). Whenever adoption is a strategic complement,

∂GA

∂βu
> 0, and with (68) the �rst term is positive as well. □

A tighter su�cient condition at the least informative equilibrium. Let sλ ≡ τν +

(1−α)λτξ be the average precision of investors' supply signals and suppose that γ2 ≥ 4ατϵsλ.

At the least informative trading equilibrium, which is stable whenever it is regular, the relative

price impact of the endowment shock is bounded on both sides by that of noise trading,

β−1
ω

(
1− 2ατϵsλ

γ2

)
≤ β−1

u < β−1
ω =

γ

ατϵ
, (69)

so that (46) holds, and adoption is a strategic complement at that equilibrium, whenever

√
(τu + τν)(τu + τν + τξ)

√
1 +

α2τ 2ϵ τω
γ2τv

< τω

(
1− 2ατϵsλ

γ2

)2

. (70)

The lower bound in (69) is the smaller �xed point of the economy without noise trading

(Remark 1); the upper bound is Proposition 1(iii). Condition (70) becomes harder to satisfy

as adoption raises sλ.

Derivation. (i) By (19) and (26), the precision of price information of an investor whose
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supply signal has precision τk satis�es Pk ≤ (τu + τk)β
2
u, so with Ψk = τk

τu+τk
the aggregate

best response (56) satis�es, for every β,

fλ(β) ≤
ατϵ + β2

∑
k wkτk

γ
=

ατϵ + sλβ
2

γ
≡ g(β).

The function g is the aggregate best response of the economy without noise trading (Re-

mark 1). Under γ2 ≥ 4ατϵsλ it has two �xed points, the smaller of which is

β
λ
=

γ −
√

γ2 − 4ατϵsλ
2sλ

.

Since fλ(0) =
ατϵ
γ

> 0 and fλ(βλ
) ≤ g(β

λ
) = β

λ
, fλ has a �xed point in (0, β

λ
], so the smallest

�xed point βmin
u satis�es βmin

u ≤ β
λ
. At the smallest �xed point fλ crosses the diagonal from

above, so f ′
λ ≤ 1 there, with strict inequality if the equilibrium is regular, which is the

stability condition. Rationalizing,

β−1

λ
=

γ +
√
γ2 − 4ατϵsλ
2ατϵ

,

and
√
1− x ≥ 1 − x for x ∈ [0, 1] gives β−1

λ
≥ γ

ατϵ
− 2sλ

γ
, which with (βmin

u )−1 ≥ β−1

λ
is the

lower bound in (69); the upper bound is Proposition 1(iii). Under 8γ2 > ατϵτω the �xed

point is unique by Proposition 1(iv).

(ii) The knife edge (46) reads β−2
u > 1

C

√
TS

(
1 + C

τv

)
, and the lower bound in (69) implies

it whenever
γ2

α2τ 2ϵ

(
1− 2ατϵsλ

γ2

)2

>
1

C

√
TS

(
1 +

C

τv

)
;

since Cγ2

α2τ2ϵ
= τω, this is (70).

Exact threshold in the precision of the AI signal. At λ = 0, βu(0) does not depend on τξ,

and (46) is equivalent to

τξ <
βu(0)

−4C2

(τu + τν)
(
1 + C

τv

) − (τu + τν),

where βu(0)
−1 is the unique positive root of the cubic (62): without adoption, the AI signal

is a complement if and only if it is not too precise.
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B.6 Proof of Proposition 5

(i) The proof follows that of Proposition 6 in Manzano and Vives (2011). Without AI, λ = 0

and DI = d
dα
. By (66), the mass of informed investors a�ects GI only through the price

ratios, so
dGI

dα
=

∂GI

∂βu

dβu

dα
+

∂GI

∂βω

τϵ
γ
,

where both partial derivatives are negative by Lemma 1(i) and dβω

dα
= τϵ

γ
> 0. By (68), dβu

dα

has the sign of 1 − f ′
0(βu). At a stable equilibrium both terms are negative, so dGI

dα
< 0.

At an unstable equilibrium, dβu

dα
< 0 and the �rst term is positive, while the second remains

negative.

(ii) If 8γ2 > τϵτωτν
τu+τν

, then 8γ2 > ατϵτωτν
τu+τν

for every α ≤ 1, which is the strict version

of (37) at λ = 0. The trading equilibrium is then unique and stable for every α, and

the value of the payo� signal GI(α) is continuous and strictly decreasing. Let F be the

distribution of acquisition costs in the population. A mass α of informed investors is an

equilibrium if investors with costs below GI(α) acquire and those with costs above do not,

that is, since the masses of investors with costs strictly below g and with costs at most

g are F (g−) and F (g), F (GI(α)
−) ≤ α ≤ F (GI(α)). If α′ > α were both equilibria,

then GI(α
′) < GI(α) and α′ ≤ F (GI(α

′)) ≤ F (GI(α)
−) ≤ α, a contradiction. Since the

correspondence α 7→ [F (GI(α)
−), F (GI(α))] is nonincreasing and has a closed graph, it

crosses the diagonal, so the equilibrium exists and is unique. □

B.7 Proof of Proposition 6

Under the uniform strict uniqueness condition, the scalar equation (57) has a strictly positive

derivative in b = β−1
u . The analytic implicit function theorem therefore makes b(λ), and hence

GA(λ), real analytic on a neighborhood of [0, 1]. By Proposition 4(i), the strict threshold at

λ = 0 implies G′
A(0) > 0, so M ≡ max[0,1] GA > GA(0).

Fix GA(0) < c < M and choose a maximizer λm > 0. Since GA(0) < c, zero adoption is

a stable equilibrium. The analytic function GA − c is not identically zero; it has only �nitely

many zeros on [0, 1]. It starts negative and is positive at λm, so at least one of its zeros in

(0, λm) is a sign-changing crossing from below. Choose such a zero as λ1. At λ1, adoption

78



just below the equilibrium is unattractive and adoption just above it is attractive, so the

equilibrium is unstable.

After λ1, either GA−c crosses from positive to negative, in which case any such downward

crossing λ2 ∈ (λ1, 1) is a stable equilibrium, or it never crosses downward. In the latter case

it is positive just below and at λ = 1 (or zero at the endpoint), so full adoption λ2 = 1 is a

stable equilibrium. Thus zero, λ1, and λ2 are distinct adoption equilibria, with the claimed

stability properties. □
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